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Gregory J. Portmann, James Safranek, Andrei Terebilo
I. Introduction

LOCO has been used by many accelerators to find errors and calibrate models.  LOCO was originally written in Fortran by James Safranek, [1].  The LOCO algorithm has been ported to Matlab with very few algorithm changes.  LOCO- Matlab uses AT as the default tracking code since it has also been written in Matlab.  Other tracking codes can also be connected to LOCO-Matlab (Section IX).  The main goal in porting to Matlab has been to make the application easier to use.  Organizing all the data required and produced by LOCO has been one of the difficult tasks.  Section II describes these data structures.  LOCO-Matlab can be run from a graphical environment (Section III) or from the command line (Section IV).
These functions plus a physics library (like AT) must be on the path for LOCO to run.  

1. locogui – is the main interactive program for iterating.
2. locogui.fig – draws the figure.

3. loco – main loco function.
4. locoplot – general plotting function.
5. locoplotrms – plots RMS errors of the response by row or column.
6. locofilecheck – checks and add default fields to the loco data structures
7. locoeditlist – edit list gui used by locogui
Two of the functions depend on the tracking code.

8. locosetlatticeparam – sets parameters in the model.
9. locoresponsematrix – gets the model response matrix.
II. Data Structures
The LOCO algorithm requires a lot of data.  A great attempt was made to come up with sensible method for data handling which makes calling LOCO recursively relatively easy.  The data is organized into seven data structures based on the model, measurements, fit parameters (BPMs, corrector magnets, and other parameters), LOCO setup variable, and LOCO outputs.  When using the locogui application it is not necessary to know all the details of these structures (see the spear3setup function as an example of the minimum number of variables that need to be specified).  By sending your file to locofilecheck all the missing fields will be added.
1.
The Model:  RINGData  (Input Only)
RINGData.Lattice
→ Accelerator model                                                   
RINGData.CavityFrequency 
→ RF frequency in Hz
RINGData.CavityHarmNumber
→ Harmonic number
2.
Measurement Data:  LocoMeasData  (Input Only)
LocoMeasData.M
→ Response matrix [mm]

LocoMeasData.BPMSTD
→ BPM standard deviations [mm]

LocoMeasData.DeltaAmps
→ Change in amps used to measure the response matrix (Optional)

LocoMeasData.Eta
→ “Dispersion”
 function [mm] 

LocoMeasData.RF
→ RF frequency when the measurement was taken [Hz] (Optional)

LocoMeasData.DeltaRF
→ Change in RF frequency to measure dispersion [Hz]
Note #1:  When measuring the dispersion function it is wise to choose a DeltaRF which produces an orbit shift roughly equal in magnitude to the response matrix.  This keeps the dispersion and the response matrix well normalized w.r.t. each other.

Note #2:  It may be helpful to store the measured tune, LocoMeasData.Tune, when the response matrix is taken.  It is not used in LOCO but is good to make the comparison with the model tune.  It is also wise to added a LocoMeasData.CreatedClock = clock.
3.
BPM Data Structures: BPMData  (Input and Output)
BPMData.FamName → Family name to be used by the tracking code.
BPMData.BPMIndex → Index vector to be used by the tracking code.
BPMData.HBPMIndex →  Sub-index of BPMIndex which correspond to the horizontal measured response matrix.
BPMData.VBPMIndex →  Sub-index of BPMIndex which correspond to the vertical measured response matrix.
BPMData.HBPMGoodDataIndex→ Horizontal index of good BPMs.

BPMData.VBPMGoodDataIndex→ Vertical index of good BPMs.

BPMData.HBPMGain → Starting value for the horizontal BPM gains (default: ones).
BPMData.VBPMGain → Starting value for the vertical BPM gains (default: ones).
BPMData.BPMCoupling → Starting value for the horizontal BPM coupling (default: zeros).
BPMData.BPMCoupling → Starting value for the vertical   BPM coupling (default: zeros).
BPMData.HBPMGainSTD → Standard deviations of the horizontal BPM gains.

BPMData.VBPMGainSTD → Standard deviations of the vertical BPM gains.

BPMData.BPMCouplingSTD → Standard deviations of the horizontal BPM coupling.

BPMData.BPMCouplingSTD → Standard deviations of the vertical BPM coupling.

BPMData.FitGains → 'Yes' or 'No' to fitting the BPM gain.
BPMData.FitCoupling → 'Yes' or 'No' to fitting the BPM coupling.
Note that gains and coupling are used all the time—fit or not!.
4.
Magnet Data Structures:  CMData  (Input and Output)

CMData.FamName → Family name to be used by the tracking code.
CMData.HCMIndex→ Horizontal index vector to be used by the tracking code.
CMData.VCMIndex→ Vertical index vector to be used by the tracking code.
CMData.HCMGoodDataIndex→ Horizontal index of good CMs.

CMData.VCMGoodDataIndex→ Vertical index of good CMs.

CMData.FitKicks → 'Yes' or 'No' to fitting the corrector magnet kicks.
CMData.FitCoupling →  'Yes' or 'No' to fitting the corrector magnet coupling.
CMData.FitHCMEnergyShift → 'Yes' or 'No' to fit the energy shift at the HCMs.

CMData.FitVCMEnergyShift → 'Yes' or 'No' to fit the energy shift at the VCMs.

CMData.HCMKicks → Starting value for the horizontal kicks [milliradian]
CMData.VCMKicks → Starting value for the vertical kicks [milliradian]
CMData.HCMCoupling → Starting value for the horizontal coupling (default: zeros)

CMData.VCMCoupling → Starting value for the vertical coupling (default: zeros)

CMData.HCMKicksSTD → Standard deviations of the horizontal kicks [milliradian]

CMData.VCMKicksSTD → Standard deviations of the vertical kicks [milliradian]

CMData.HCMCouplingSTD → Standard deviations of the horizontal coupling.

CMData.VCMCouplingSTD → Standard deviations of the vertical coupling.

Note:  The kick strength should match the measured response matrix as best as possible

Note:  The kicks and Coupling are used all the time—fit or not!
5.
Fit Parameters Data Structure:  FitParameters  (Input and Output)
For each parameter which is fit in the model a numerical response matrix

gradient needs to be determined.  The FitParameters data structure determines what 

parameter in the model get varied and how are they grouped.  For no parameter fits, set

FitParameters.Params to an empty vector.

FitParameters.Params
→ Parameter group definition (cell array for AT)

FitParameters.Values
→ Starting value for the parameter fit

FitParameters.Deltas
→ Change in parameter value used to compute the gradient 

(NaN forces LOCO to choose, see auto-correct delta flag)

FitParameters.FitRFFrequency → Fit the RF frequency 'Yes' or 'No'?
FitParameters.DeltaRF → Change in RF frequency for the model "dispersion."  DeltaRF is used when including dispersion in the response matrix.  If the RF frequency is being fit the output is stored here.  One would usually set FitParameters.DeltaRF=LocoMeasData.DeltaRF as a starting point for the RF frequency. 
LocoValuesSTD → Standard deviations of the fits.
FitParameters.DeltaRFSTD
→ Standard deviations of the RF frequency fit.
6.
Bookkeeping Data Structure:  LocoFlags  (Input Only)
There are a number of flags when running LOCO.  These flags are set in the input menu of locogui.  Here is an explanation of what they do.

A.
Auto-Correct deltas

LocoFlags.AutoCorrectDelta = 'Yes' or 'No'

Automatically adjust the delta used to compute the response matrix gradient.  If AutoCorrectDeltaFlag = 'Yes', then the parameter deltas are adjusted to keep the RMS change in the response matrix change equal to 1 micron.  If the RMS is within a factor of ten, then the delta is corrected but the response matrix is not recomputed.  Note: if FitParameters.Deltas = NaN and Autocorrect is off, then delta will still be autocorrected once.

B.
Options for selecting the number of singular values

LocoFlags.SVmethod = 'Rank,' [], threshold, or an index vector

If SVmethod is a scalar, then all singular values will be greater than Smax * SVmethod.

If SVmethod is empty, then singular values will be chosen manually (graphically).

If SVmethod is a vector, then that vector corresponds to the index of singular values.

If SVmethod is 'Rank', then singular values are removed if a Matlab warning for rank tolerance is exceeded.

C.
Include dispersion as a column of the response matrix

LocoFlags.Dispersion = 'Yes' or 'No'

LocoFlags.HorzontalDispersionWeight = 0 to inf {default: 1}

LocoFlags.VerticalDispersionWeight = 0 to inf {default: 1}

D.
Use the fully coupled response matrix

LocoFlags.Coupling = 'Yes' or 'No'

E.
Normalize the parameter fit response matrix to the same RMS as the model response matrix
LocoFlags.Normalize = 'Yes' or 'No'

Note: if the RF frequency is fit, it is always normalized.

F.
Response matrix calculator 

LocoFlags.ResponseMatrixCalculator =
'Linear' use transfer matrices, 

else full response matrix calculator
LocoFlags.ClosedOrbitType = 'FixedPathLength' or 'FixedMomentum'

F.
Measurement flags:  select depending on how the response matrix and dispersion data was measured.  'oneway' refers to the difference orbit being: 

Orbit(Delta Actuator) – Orbit(0), 

whereas, 'bidirectional' refers to the difference orbit being: 

Orbit(Delta Actuator / 2) – Orbit(-Delta Actuator / 2).

LocoFlags.ResponseMatrixMeasurement = 'oneway' or 'bidirectional'
LocoFlags.DispersionMeasurement = 'oneway' or 'bidirectional'
G.
Output U,S,V, and A matrices to a file, ignored if empty

LocoFlags.SVDDataFileName = ‘Directory\FileName’ or [];
Note:  when saving A, S, V, U the outliers have been removed, however, the saved response matrix (measured and model) do not.

7.
Loco Output Model Data:  LocoModel  (Output Only)

LocoModel.M
→ Model response matrix [mm]
LocoModel.OutlierIndex 
→ Outliers

LocoModel.Eta
→ Model “Dispersion” [mm]
LocoModel.SValues
→ All singular values

LocoModel.SValuesIndex
→ Index of singular values used

LocoModel.ChiSquare
→ χ​2​​​ / D.O.F
III. Locogui
Locogui provides a graphical way to run the LOCO function.  It hopefully provides an easy way to set the various flags used in LOCO, iterative run LOCO, and display some useful graphics.  Locogui uses the data structures described above but saves each iteration as a structure array.  The first element in the array is the starting point, or iteration zero as shown on the locogui display.  No information is saved in the GUI.  All information is contained in the data file which is updated after every iteration (hence, if the computer crashes on the sixth iteration, the last five will have been saved).  
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Fig. 1.  Locogui Figure Window.

The file menu has the following functionality.
File

└ 
Open – open a LOCO data file. The input file can be a .mat or .m script but it must contain the same variables as describe in Section I.  
└ 
Add a New Measured Response Matrix – replaces the LocoMeasData variable.

└ 
Save as

└ 
Save as (one iteration) – saves only one iteration.

└ 
Print

└ 
Print Setup

└ 
Pop Plot #1 – copies plot #1 in locogui to a Matlab figure so that it can be modified in any way the user wants.  Locogui has the axes handles hiddlen.  If a user wants to change this issue, set(0,'ShowHiddenHandles','on') (at your own risk).   

└ 
Pop Plot #2 – copies plot #2 in locogui to a Matlab figure.
└ 
Diary – Starts/Ends a diary file.

└ 
Save A, S, V, U to file (Default: do not save)
└ 
Exit

All the items under the input menu are described in Section II.  The following are the default values for locogui.
Input

└ 
Fit BPM Gains → On

└ 
Fit BPM Coupling → Off
└ 
Edit BPM List → Entire List

└ 
Fit Corrector Magnet Kicks → On

└ 
Fit Corrector Magnet Coupling → Off

└ 
Edit Corrector Magnet List → Entire List

└ 
Include Off-Diagonal Response Matrix Terms → Off

└ 
Fit Energy Shifts at the Horizontal Corrector Magnets → On

└ 
Fit Energy Shifts at the Vertical Corrector Magnets → Off

└ 
Response Matrix Calculator → Linear and Fixed Momentum

└ 
Response Matrix Measurement Method → Bi-directional

└ 
Include “Dispersion” as part of the Response Matrix → Off

└ 

Weight for horizontal dispersion → 1

└ 

Weight for vertical dispersion → 1

└ 
Fit the RF Frequency for Measured Dispersion → Off

└ 
Dispersion Measurement Method → Bi-directional

└ 
Auto-Corrector Deltas → On

└ 
Singular Values → Threshold (1e-6)

└ 
Normalize → On

└ 
Outlier Rejection (5 sigma)

Anytime a selection is made from the “Start From” popup menu, all the items in the input menu are restored to the setup for the next iteration.  For instance, if one ran 6 iterations and changed the “Start From” menu from 6 to 3 then the input menu would be set to what was used on the 4th iteration (since one is redoing the 4th iteration).  This is done so that one can quickly rerun an iteration only having to make changes to what was done the last time and not have to remember all the inputs.  To view the input choices for a given iteration, select the “Input Parameters” from the plot popup menu.  In this example, if one changed the “Start From” menu back to 6, then the inputs for the 6th iteration would be restored, since there is not a seventh iteration.  This includes the BPM and CM lists.  A potential awkwardness in this application is respect to viewing the BPM and CM lists.  If one edits a BPM or CM list, then the displayed list is relative to the “Start From” popup menu (ie., if the Start From menu is on 3, then the BPM list will be from the 4th iteration) and not the “Plot Iteration” popup menu.  To reiterate, the “Start From” popup menu and the “Input” menu are connected and the plots are referenced to the “Plot Iteration #” popup menu.
Example:  The examples directory under the main LOCO directory has a few examples.  To start an example model for spear3 at SSRL run spear3setup.  This program requires files spear3atmodel (spear3 AT model) and spear3rmatrix.mat (response matrix data).  The file spear3_input0.mat was generated by running spear3setup(‘spear3_input0’).
IV. Command line method
LOCO can be run from the command line as well as locogui.  The following is an example Matlab script file (spear3commandline) that shows how to do that.  This program requires files spear3atmodel (spear3 AT model) and spear3rmatrix.mat (response matrix data).  Basically, one has to partially build six of the seven data structures in Section II (LocoModel is only an output) and call the loco function. 
% LOCO INPUTS VARIABLES

% In order to iterate LOCO uses arrays of structures all the fields 
% in the structure must be present

LocoFlags = struct('SVmethod',[], 'Dispersion',[], 'Coupling',[], 'Normalize',[], ...

                   'Linear',[], 'SVDDataFileName',[]);

LocoModel = struct('M',[], 'OutlierIndex',[], 'Eta',[], 'EtaOutlierIndex',[], …

                   'SValues',[], 'SValuesIndex',[], 'ChiSquare',[]);

BPMData = struct('FamName',[], 'BPMIndex',[], 'HBPMIndex',[], 'VBPMIndex',[], …

                 'HBPMGoodDataIndex',[], 'VBPMGoodDataIndex',[], 'HBPMGain',[], …

                 'VBPMGain',[], 'HBPMCoupling',[], 'VBPMCoupling',[], 'HBPMGainSTD',[], …

                 'VBPMGainSTD',[],'HBPMCouplingSTD',[],'VBPMCouplingSTD',[], …

                 'FitGains',[],'FitCoupling',[]);

CMData = struct('FamName',[], 'HCMIndex',[], 'VCMIndex',[], 'HCMGoodDataIndex',[], …

                'VCMGoodDataIndex',[], 'HCMKicks',[], 'VCMKicks',[], 'HCMCoupling',[], …

                'VCMCoupling',[], 'HCMKicksSTD',[], VCMKicksSTD',[],'HCMCouplingSTD',[], …

                'VCMCouplingSTD',[],'FitKicks',[],'FitCoupling',[]);

FitParameters = struct('Params',[], 'Values',[], 'ValuesSTD',[], 'Deltas',[], …

                       'DeltaRF',[], 'FitRFFrequency',[], 'DeltaRFSTD',[]);

% 1. AT MODEL

% An AT model of the accelerator must be available as THERING

spear3atmodel
cavityoff    % Cavity must to off for dispersion function to work properly

RINGData.Lattice = THERING;

RINGData.CavityFrequency = 4.763000047725496e+008;

RINGData.CavityHarmNumber = 372;

% 2. MEASURED DATA STRUCTURE

load spear3rmatrix                                           % AT generated response matrix

LocoMeasData.M = R0*1000;                                    % [mm]

LocoMeasData.BPMSTD = .025 * ones(size(LocoMeasData.M,1),1); % [mm]  

LocoMeasData.DeltaRF = 10000;                                % [Hz]

LocoMeasData.Eta = 1000 * Eta;                               % [mm]

% 3. BPM AND CORRECTOR MAGNET STRUCTURES

BPMData.FamName = 'BPM';

BPMData.BPMIndex = findcells(THERING, 'FamName', BPMData.FamName);

BPMData.HBPMIndex = 1:1:length(BPMData.BPMIndex);       % Must match the response matrix

BPMData.VBPMIndex = 1:1:length(BPMData.BPMIndex);       % Must match the response matrix

BPMData.HBPMGain = ones(length(BPMData.HBPMIndex),1);

BPMData.VBPMGain = ones(length(BPMData.VBPMIndex),1);

BPMData.FitGains = 'Yes';

BPMData.FitCoupling = 'No';

CMData.FamName  = 'COR';

CMData.HCMIndex = findcells(THERING, 'FamName', CMData.FamName);

CMData.VCMIndex = findcells(THERING, 'FamName', CMData.FamName);
CMData.HCMKicks = .55*ones(length(CMData.HCMIndex),1);       

CMData.VCMKicks = .45*ones(length(CMData.VCMIndex),1);  
CMData.FitKicks = 'Yes';

CMData.FitCoupling= 'No';

% 4. FIT PARAMETER DATA (INPUT AND OUTPUT)

% Vary 3 quadrupole gradients

QFI = findcells(THERING,'FamName','QF');

FitParameters.Params{1} = mkparamgroup(THERING,QFI(1),'K');

FitParameters.Params{2} = mkparamgroup(THERING,QFI(2),'K');    

FitParameters.Params{3} = mkparamgroup(THERING,QFI(3),'K');

FitParameters.Values(1) = getcellstruct(THERING,'K',QFI(1));

FitParameters.Values(2) = getcellstruct(THERING,'K',QFI(2));

FitParameters.Values(3) = getcellstruct(THERING,'K',QFI(3));

FitParameters.Deltas(1) = NaN; 

FitParameters.Deltas(2) = NaN; 

FitParameters.Deltas(3) = NaN;
FitParameters.DeltaRF = LocoMeasData.DeltaRF;   % Starting point for RF frequency

% 5. BOOKKEEPING VARIABLES

LocoFlags.AutoCorrectDelta = 'Yes';

LocoFlags.SVmethod = 'Rank';

LocoFlags.Dispersion = 'Yes';

LocoFlags.Coupling = 'Yes';

LocoFlags.Normalize = 'No';

LocoFlags.ResponseMatrixCalculator = 'Linear';

LocoFlags.OutlierFactor = 5;

LocoFlags.SVDDataFileName = [];

[BPMData, CMData, LocoMeasData, LocoModel, FitParameters, LocoFlags, RINGData] = ... locofilecheck({BPMData, CMData, LocoMeasData, LocoModel, FitParameters, LocoFlags, RINGData})
% Itererate LOCO 5 times and store the data in the array structures

for i = 2:6

    LocoFlags(i) = LocoFlags(i-1);    % Keep the LOCO flags the same on each iteration

    [LocoModel(i), BPMData(i), CMData(i), FitParameters(i), LocoFlags(i), RINGData] = ...
                 loco(LocoMeasData, BPMData(i-1), CMData(i-1), ...
                      FitParameters(i-1), LocoFlags(i-1), RINGData);

end

V. LOCO Algorithm
A. General Approach

LOCO is basically a gradient search, least squares minimization using SVD to match a model to the actual accelerator.  See Ref. [1], [2] for a detailed description of how the algorithm works.
B. Definition of BPM Gain and Coupling and Corrector Magnet Kick and coupling
{Add definitions}

Note: The values for the BPM gain and coupling and corrector magnet kick and coupling are used all the time.  It does not matter if these parameters are being fit.  For instance, BPM coupling will be used even if the “Fit BPM Couple” menu is off.  That way parameters from passed iterations or passed loco runs can be used without having to include them as a fit parameter every time.  However, one must make sure that all parameters (including those not being fit) are set properly 

Recommendation
Either totally include coupling or completely ignore coupling in the fit. 

If you are fitting coupling terms in the response matrix, you should also include skew gradients in the AT parameters you are fitting.  The authors recommend an all or nothing approach with coupling fitting.  If one includes either BPM or corrector coupling, one must also choose the "Include Off-diagonal Response Matrix Terms" option.  Then not fitting coupling terms, don’t include the off-diagonal terms.
Totally include coupling:

1. Fit BPM coupling

2. Fit corrector coupling

3. Include off-diagonal response matrix terms
4. Fit some skew gradients in the AT model

Or, totally ignore coupling:

1. Don’t fit BPM coupling

2. Don’t fit corrector coupling

3. Don’t include off-diagonal response matrix terms
4. Don’t fit skew gradients in the AT model

One can include the off-diagonal terms in the response matrix without fitting BPM or corrector magnet coupling.  However, if one tries to fit BPM or corrector magnet coupling without the including the off-diagonal terms in the response matrix, then locogui will automatically including the off-diagonal terms and issue the following warning.

Warning:  BPM coupling cannot be fit without the off-diagonal terms flag turned on.  Hence, the include off-diagonal terms flag has been turned on.

C. Response Matrix Calculator
There are a couple options for how to compute the model response matrix.  The first option was introduced for calculation time reasons.  For many accelerators computing a full nonlinear model requires a lot of time and is probably not necessary on the first couple iterations.   Hence, an option to use linear transfer matrices has been included under the “Response Matrix Calculator” menu in locogui (LocoFlags.ResponseMatrixCalculator = 'Linear').  The second option is to choose whether to hold the path length fix or the momentum fixed (LocoFlags.ClosedOrbitType can be 'FixedPathLength' or 'FixedMomentum').  How these options are implemented in AT is shown in the table below.

	
	Constant Momentum
	Constant 
Path Length

	Linear
	Transfer Matrix
	Transfer Matrix + 

Dispersion Term



	Full NonLinear
	findorbit4
	findsynorbit


The response matrix calculation method changes more than just the response matrix.  When using the constant path length method, the merit function to minimize is,
(Merit Function)Contant Path Length =  Mmeasured - M​model
When using the constant momentum method, the merit function to minimize is,

(Merit Function)Constant Momentum =  Mmeasured - (∆p/p)fit ηmeasured  - M​AT model
The way it is saved in LOCO is to make the new model response matrix, 

M​model  =  (∆p/p)fit ηmeasured  + M​AT model
where ηmeasured = -α  * RF * (BPM(RF-∆RF/2)-BPM(RF-∆RF/2) / ∆RF
is actually a combination of measured (orbit and RF frequency) and model values (α).  ∆p/p is the energy change due to that corrector when generating the response matrix.  The constant moment method was developed to tackle the problem that orbit errors orbit in the quadrupoles and sextupoles cause dispersion errors which are not accounted for in the model.  To correct this, the energy shift at the correctors are fit and the model is altered by the energy shift times the actual dispersion in the machine.  Hence, even with a perfect fit of all LOCO parameters the model and measured dispersion will not be forced to match.   Note that the model has been changed by a term proportional to the measured dispersion which means measurement errors have been added to the model.  Although it is a little odd to introduce measurement errors to a model, this method was chosen since changing the measured response matrix introduces other logical problems.  For examples on when to use constant momentum verses constant path length see the “Common Used LOCO Setting” section below.  In general, one would not include the dispersion as a column of the response matrix or fit the RF frequency when using the constant momentum method.  This method was developed to zero the weighted dispersion in the least squares algorithm.  However, there is nothing stopping one from doing so if it is appropriate.
If one tries to fit energy shifts without using the constant moment method, then locogui will automatically switch to the constant momentum method and issue the following warning.
Warning:  When fitting energy shifts at the corrector magnets the constant momentum method must be used. Hence it has been turned on.

One can use the constant momentum method and not fit energy shifts.  However, the energy shifts will still be used.  This allows for using energy shift fits from previous iterations without refitting.  The following message will print to the Matlab window to warn that old energy shift values are being used.
Warning:  When not fitting energy shifts at the corrector magnets usually the fix path length method is used.  The energy shift at the corrector magnets will still be used to adjust the model.
D. Auto-correction of deltas used to generate the gradient matrix
In order to numerically compute the gradient w.r.t. each parameter being fit, a reasonable delta change in each value need to be found.  The variable FitParameters.Deltas holds this value for each of the fit parameters, FitParameters.Values.  The LOCO user can specify this value directly or leave the Deltas field empty and the LOCO program will choose reasonable values.  If the AutoCorrectDeltaFlag flag is 'Yes', then the Deltas will automatically be adjusted to keep the RMS change in the response matrix change equal to 1 micron.  If the RMS is within a factor of ten, then the delta is corrected but the response matrix is not recomputed.  This introduces a possible point of confusion since the Deltas may not be the same as the one used to compute the response matrix.  The best Deltas are returned so that they can be used on the next iteration.
E. SVD selection

There are four different methods for selecting which singular values to include.

1. Threshold – singular value are kept if the size is greater than the maximum singular value scaled by the threshold which is a user input.

2. Rank – the least squares calculation is done using all the singular values.  If a warning occurs then the smallest singular value is removed and the least squares calculation is tried again.  This iterates until no warning occurs.  This method is computationally very expensive, however, it is a good way to include the maximum number of singular values without analyzing the data by hand.  The threshold method is very fast and automatic, but it requires some fine tuning. 
3. User input – the user can input a vector of which singular values to keep.
4. Interactive – after the singular values are computed a plot will appear which allows one to interactively select singular values.  This is usually only done the very first time.  Once you are familiar with problem it is best to use a threshold or input the vector directly.
F. Outlier rejection
Outlier rejection is always on but the user can select the rejection criterion.  Outlier rejection is a two step process.  The standard technique of defining an outlier by how many standard deviations outside the mean is used.  I.e.,

abs((Mmeasured - Mmodel) -mean(Mmeasured - Mmodel)) >  OutlierFactor*std((Mmeasured - Mmodel))
Then this criterion is applied twice incase a particularly large outlier exists.  The OutlierFactor is user settable with a default of 5.  
G. Normalization

For the least squares problem, min|Ax - y|, weighting typical refers to scaling the output vector, y, to emphasize various elements.  This is also called row weighting of the A matrix.  Row weighting is “fixed” in LOCO.  The output vector is a response matrix and is scaled by the standard deviation of the BPM error.  The user can change the weighting by scaling the BPM error, but that will skew the bar error calculation and it will no longer be a b.l.u.e. minimization.  Normalization is column weighing of the A matrix.  There is an option to turn normalization on or off.  However, the authors feel it is best to keep it on (note: the RF frequency column of A, if used, is always normalized).  How normalization works is not totally understood.  If all singular values are used then normalization does nothing.  If any singular values are removed, then normalization has an effect.  The general goal is to remove the small singular values and keep the large ones.  The effect of normalization in LOCO is to make all the “large” singular values roughly the same size or at least reduce the amount of variation.  In doing so, it appears that the least squares error is less when the same number of singular values are removed.
H. Error propagation

{To be written}

{Only uses the diagonal of covariance matrix}

{Effect of # of singular values on STD size}
VI. Graphics and Plotting Functions

The graphics in locogui provide a quick way to view all the data produced by LOCO.  Some the plots can be used from the command line, see locoplot, locormatrix, and locorms.
Some facts about plotting: 
1. BPM and CM number is based on the row and column number in the measured response matrix.  Hence, if a BPM or CM is “removed” using edit menu it does not change the numbering scheme.  The data is just removed from the algorithm and the plots. 
2. Outliers are dealt with differently depending on the plot function.  For dispersion plots, outliers are marked with red circles.  For response matrix plots, outliers are removed from the plot.  For RMS plots, a plot with and without outliers is shown.   

3. Context menus are used on response matrix plotting and plotting “other parameters.”  Right click on the axes (not on the actual plotted data) to activate a menu of plotting options. 

4. In the singular value plot the red circles are singular values used and black “x” are removed singular values.
VII. Commonly Used LOCO Settings
Case Study I – Fitting quadrupole gradient errors

The problem
The feed down effect of orbit errors in the quadrupole cause changes in the dispersion function.  The feed down effect of orbit errors in the sextupoles cause changes in the beta and dispersion functions.   Since the model does not have orbit errors, the quadrupoles get incorrectly fit to make the measured and model dispersion and beta functions match.  This causes a problem if the goal is to find quadrupole gradient errors.  (It is not a problem if the goal is to find changes in quadrupole gradients that best correct the beta functions and dispersion, case study II.)

Solution#1 – No sextupoles
Many accelerators have the ability to store beam without the sextupoles on.  If a response matrix can be taken without the sextupoles, then it is much easier to find the true BPM gains, corrector kicks, and quadrupole gradient errors.  Removing the sextupoles obviously eliminates the feed down from the sextupoles.  And fitting the energy change at the correctors mitigates the distorting of the quadrupole gradients fits from unmodeled dispersion due to orbit errors in the quadrupoles.    

Solution#2 – fit quadrupole component at the sextupoles
If storing beam without the sextupoles is not a possibility, then removing dispersion from the fitting algorithm and fitting quadrupole component at the sextupoles is recommended.  Fitting the energy change at the correctors mitigates the distorting of the quadrupole gradients fits from unmodeled dispersion due to orbit errors in the quadrupoles and sextrupoles.  Fitting a quadrupole component at the sextupoles mitigates the unmodeled quadrupole feed down error at the sextupoles.
LOCO setup:

1. If possible make the appropriate change the RF frequency for each corrector when generating the response matrix to compensate for the energy change.

2. Fit BPM gains (and coupling if appropriate)

3. Fit corrector magnet kicks (and coupling if appropriate)
4. Fit energy shifts at the correctors

5. Use the fixed momentum response matrix generation

6. Don't include dispersion as a column of the response matrix
7. Don’t fit the RF frequency

Note:  It can be helpful the remove the energy shift when generating a response matrix by varying the RF frequency (as done at NSLS).  It is still advisable to fit the energy shift to avoid systematic fitting errors from errors in estimating the required RF frequency change.  Also, when the response matrix is measured without varying the RF frequency, the energy of the electrons is changed.  That means the quadrupole K-values are changed.  To first order this is corrected by sextupoles, but it still puts some systematic error in the fit.  (For uncoupled optics, the required energy shift is proportional to the product of the horizontal dispersion times the horizontal kick size.)
Results

1. Measured and model dispersion will not be forced to match.  Therefore, the quadrupole strengths will not be adjusted by the LOCO algorithm to make the measured and model dispersion functions match.
2. The energy fits provide an estimate of dispersion at the correctors.

3. BPM gain, corrector magnet kicks, and quadrupole gradient errors will be discovered.

Case Study II – Fix beta and dispersion functions

The problem
After doing case study I, turn on the sextupoles a find the quadrupole gradient changes that best correct both beta and dispersion functions.
LOCO setup:

1. Don’t fit BPM gains or coupling (but use the values from case study I)
2. Don’t fit corrector magnet kicks or coupling (but use the values from case study I)
3. Don't fit the energy change at the correctors

4. Use the fix path length response matrix generation

5. Include dispersion as a column of the response matrix
6. Include the RF frequency as a fit parameter (optional)

Results

1. Measured and model dispersion will hopefully match.  
2. The beta function should be restored to the model beta function.

Case Study III – Fit everything

The problem
If the orbit errors are small, one can fit everything without having the problems discussed in case study I.

LOCO setup:

1. Fit BPM gains (and coupling if appropriate)

2. Fit corrector magnet kicks (and coupling if appropriate)

3. Don't fit the energy change at the correctors

4. Use the fix path length response matrix generation

5. Include dispersion as a column of the response matrix
6. Include the RF frequency as a fit parameter (optional)

Case Study IV – Coupling Correction

The problem
{to be written}

The solution
{to be written}

Case Study V – Finding sextupole offsets

The problem
If the model has been calibrated using case study I, then it may be possible to find orbit offsets in the sextupoles by fitting the quadrupole component at the sextupole. 

The solution
To our knowledge, this has not been done.

{James said,

“We will have to think about this.  The complication is that if you offset a quadrupole, you generate a closed orbit shift at all the other quadrupoles and sextupoles around the ring.  So the dispersion distortion you get from changing the offset of a quadrupole is complicated.  Maybe you could do some fitting that predicts the closed orbit in the quadrupoles.”}
Other comments and antidotal information on running LOCO:

1. If you are fitting the RF frequency, you might want to do it on the first iteration.  Or do not include the dispersion in the response matrix until the RF frequency is fit.  By including dispersion without fitting the RF frequency the discrepancy will “fit” into the horizontal BPM and HCM gains.  Using simulated data it was not possible to fit the RF frequency once it was “accounted” for without fitting it.

VIII. Example LOCO Study
{to be written: ALS-Christophe?, NSLS?, ???}

Before run LOCO using real response matrix data, it is a very good idea to run LOCO on a simulated accelerator with randomly generated BPM errors equal to the actual standard of the real BPMS.  Beside the learning benefit of doing so, it will provide the best case standard deviation of the fit parameters.  If these errors are too large then LOCO is not a viable technique for that problem.  If the fits errors are very small, then it may be possible to obtain a usable solution with less BPMs or corrector magnets.  This may be important for large accelerator where computer memory and speed can be a issue.
IX. Using Tracking Codes Other Than AT

Loco was written to be used with AT, however, an attempt was made to allow for other tracking codes to be used.  There are only three functions that use the tracking code that would need to be rewritten.  One is used to get a new response matrix from the model, locoresponsematrix, the second is used to set parameters in the model, locosetlatticeparam, and the third gets the momentum compaction factor of the model (which is only used in the constant momentum response matrix calculation), locomcf. 
M = locoresponsematrix(RINGData, BPMData, CMData, ResponseMatrixCalculator, ‘RF', DeltaRF') returns the response matrix with optional arguments ResponseMatrixCalculator and ‘RF.’  The ResponseMatrixCalculator changes the method between 'Linear', '4x4', and '6 D.O.F.'.  ‘RF’ adds the “dispersion” as a column of the response matrix.

RINGData = locosetlatticeparam(RINGData, LocoParams, LocoValues) is set the new parameters in LocoValues into RINGData.

Alpha = getmcf(RINGData)

Hopefully, most tracking codes can accommodate this method.  These three AT functions are stored in the main LOCO directory.  Make sure that any new functions created are above the LOCO directory on the Matlab path.
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� Dispersion is put in quotes because it is really the change in the orbit due to a change in the RF frequency.
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