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Abstract
Design considerations for the electronics for a beam position monitor are discussed. An implementation
of a design using these considerations is presented.

1 Introduction
SSRL is designing the electronics for a beam position monitor (BPM) detection system. The goal of

the design is a high-quality, general purpose processor that optimizes performance for several purposes. Its
primary use will be as a highly accurate detector of beam position for normal operating conditions. But it
is also designed to be a highly accurate instrument for turn by turn measurements. In this mode, it will be
used to study the dynamics of the beam in the machine. Finally, it is important that the electronics be able
to measure the beam position, albeit with a much lower accuracy requirement, of a single injected bunch of
beam.

The basic architecture of the system is that of a single conversion heterodyne receiver A radio frequency
(RF ) signal is conditioned and mixed down to an intermediate frequency (IF ) that can be digitized by a
high quality, commercially available digitizer. The digital data is then processed to obtain the desired
information about the beam. The digitizer and all electronics downstream of it have already been specified
and procured. This note is written to document the requirements for the analog RF and IF electronics
upstream of the digitizer.

This note will first present calculations of the signal strengths for the various operating conditions. Next,
the performance characteristics of the digital processor will be reviewed. Then some elementary consider-
ations of receiver design will be reviewed. From these two sets of data and the design considerations, the
specifications for the analog section will be computed. The result of this section will be to prioritize the
importance of the device parameters of the various components of the analog signal processing section. Fi-
nally, a design using commercially available components that optimize the system performance parameters
will be presented.

2 BPM Signal

2.1 Signal Spectrum

The signal from the BPM is a comb of harmonics of the revolution frequency, f0, which is a subharmonic
of the frequency of the klystron RF signal, fRF , that powers the beam. The integer that relates the two
frequencies is called the harmonic number, h, which is the number of discrete points, called “buckets”,
around the circulating orbit at which the electrons can be accelerated. The formula that relates the two
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frequencies is

f0 =
fRF
h
.

For SPEAR, fRF = 476.3MHz and h = 372 so that f0 ∼= 1.2804MHz. The frequency range over which
these harmonics extend depends on the length of the individual electron bunches. These bunches have
gaussian distributions with a σ ∼= 5mm, so the harmonics extend to about 10GHz.

The signal which comes down the cable is also affected by the button response. The button pickup
also a frequency response that looks capacitive at low frequencies and passes through periodic minima and
maxima at frequencies above a few GHz. There is also attenuation in the coaxial cable that carries the
signal to the processing electronics. The final envelope spectrum is a convolution of the beam spectrum
with the button and cable responses.

The amplitude of each of these harmonics depends on the bunch distribution and is calculated from the
discrete Fourier transform of the charge in each of the buckets. If there is only one bunch in the ring, then
the amplitudes of all of the Fourier harmonics are equal. If all of the bunches are equally filled, then the
only non-zero Fourier amplitudes are those at DC and all of its aliases. The lowest non-zero alias is at
h = 372 which corresponds to f = 476.3MHz.

The SPEAR design is to have 279 equally filled buckets with a gap of 93. The spectrum of this fill
pattern

ρ (n) = ρ0, 0 ≤ n < 278
= 0, 279 ≤ n < h− 1

can be easily calculated. The Fourier transform of the distribution

ρ̃ (k) =
h−1

n=0

ρ (n) e−2πi
nk

h

= ρ0
1− e−2πi 279k372

1− e−2πi k

372

= ρ0e
−πi 139k

186

sin 3π4 k

sin π
372k

gives the distribution. As plotted in figure 1, the spectrum is peaked at h = 372 and falls off reasonably
quickly. Note that the ideal fill pattern completely suppresses the harmonics that are multiples of 4, except,
of course, for h = 372. The general characteristics of this pattern, such as the decrease in power away
from h = 372, do not change until the fill pattern is grossly different from the target pattern.

2.2 Signal Strength

The signal strength at the receiver can be estimated from measurements taken on SPEAR 2, appropriately
scaled, and from numerical calculations. The result is that the power out of the BPM button will be about
−48 dBm for a current of 1mA.Figure 2 plots the output power at fRF as a function of beam current. Each
button will be connected to the electronics by a series of three cables, two short cables at either end of a
long haul cable. The short cables will have about 2dB and 1 dB of attenuation, respectively, while the long
haul cable will attenuate the signal typically by 4.5 − 7.5 dB, depending on the length and type of cable
that connects the button to the electronics. The total cable attenuation for each button is about 9 dB.
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1. The spectrum of the BPM harmonics for the standard SPEAR 3 fill pattern of 279 equal bunches with a
93 bunch gap. The image of h = 372, at k = 346 is suppressed by nearly 40 dB.

SPEAR 3 is designed to run at 500mA, although ring shielding and thermal loads on the beamlines
will decrease the initial normal operating current to 100mA. As the shielding and beamline front ends are
improved, the running current will increase incrementally to perhaps 200mA and 350mA before achieving
the final design current. Even though the machine will not be able to deliver 500mA as user beam in the
first years of running, machine tests will be run at this current from the time the machine is commissioned.
At these currents, it is desired for the electronics to be as sensitive as possible.

The other important current range that needs to be measureable is the current that will be in the ring
during injection. Shielding restrictions will initially put a limit on the injection rate into SPEAR of
20mA /mn. Since the 10 bunches or current are injected every second, one bunch injected from the
20mA /mn rate contributes 20

600 = 33µA to the current of SPEAR. The signal power of one bunch, at the
button, is about−77 dBm. After cable losses, it decreases to about −86 dBm. If there are small problems
with the injection rate, this power could be decreased by another 6 dB. The electronics should be sensitive
enough to be able to measure the amplitude of this signal cleanly above the noise. Gross positional informa-
tion, such as 1mm resolution in a chamber with half-height 17mm will be sufficient to diagnose injection
problems when the beam cannot be stored. Table 1 lists the power levels of generated by important beam
currents.
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2. Power out of the button and at the input to the electronics at fRF = 476.3MHz vs beam current.

3 Digital Receiver Performance Characteristics
The digital receiver we will use is anECDR814, which was built to SSRL specifications by the Echotek

Corporation of Huntsville, Alabama. The details of the design are given in documenation from Echotek.
In this paragraph we will concentrate on the dynamic range and accuracy of the components in the signal
processing chain.

3.1 Architecture

The digital receiver consists of only a few signal processing components. The first two components are
an attenuator and amplifier for analog gain control. These two components can be bypassed. The analog
signal passes through a transformer and is digitized by the AD6644 from Analog Devices of Norwood,
Massachusetts. The primary purpose of the transformer is to transform the amplitude level of the analog
signal into the propoer dynamic range of the digitizer. The AD6644 is a high quality commercial 14 bit
digitizer that samples at rates up to 65 MS/s. Its output is fed into a pair of AD6620 digital receivers,
also from Analog Devices. These chips have user-programmable digital filters that work on the stream
of digitial data. For our application, we program these chips to extract single channel discrete Fourier
transform (DFT) on the data, obtaining the amplitude and phase of a particular harmonic. Since there are
two AD6620 receivers on the ECDR814, our signal processing can simultaneously extract two different
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Ib (mA) Pbutton (dBm) Preceiver (dBm)
.033 −77.2 −86.2
100 −7.6 −16.6
200 −1.6 −10.6
350 3.2 −5.8
500 6.3 −2.7

1. Signal powers of important currents

frequencies.

3.2 Dynamic Range

The specifications of the AD6644 include a signal to noise ratio (SNR) of 74 dB and a spurious free
dynamic range (SFDR) of 100 dB for the intermediate frequency (IF ) signal that we will digitize. Our
measurements of the AD6644 on the ECDR814 show that the board performance is comparable to the
chip specification.

3.2.1 Bench Tests

In order to measure the performance of the ECDR814, we fed the 6MHz output of one signal generator
into the signal input of one channel and the 60MHz output of another signal generator into the clock input.
The oscillators of both of these generators were locked so that the clock and the input IF signal were also
phase-locked. As shown in figure 3, the digitizer sampled exactly 6 cycles of the input signal with exactly
60 samples in each microsecond. In the data sample studied, 546µs of data were taken.

Each set of 60 samples was compared with all of the other sets. For each of the 60 samples, the mean
and standard deviation over all of the 546 data sets were calculated, with the results displayed in figure 4.
The standard deviation is 2.54 out of 214 = 16384 counts, which is the noise of our test system, including
the noise of the source.

The quantity of interest for the system is the maximum SNR. The peak amplitude of a sign wave in
a 14 bit system is 213 = 8192. The RMS digitizer value of a signal with this peak amplitude is 5793.
The RMS amplitude of our test signal was 4271 and the SNR of our measurement was 64.5 dB. The full
scale amplitude of the ECDR814 is 2.6 dB greater than the amplitude of our test signal. The maximum
SNR of our setup is therefore 67.2 dB.

3.2.2 Processing Gain

The 67 dB SNR of the digitizer applies to a single sample acquired at the maximum sampling clock
frequency. Our application of this digitizer will not look at single samples, but rather will look at the
Fourier transform of 50 samples, the number of samples taken in one revolution of the beam around the
ring. When a transform is calculated from multiple samples, the SNR increases.

Each sample can be modeled as the sum of the deterministic signal of interest and a random noise
process

x [n] = xs [n] + xn [n] .

The noise distribution is a zero mean Gaussian white noise process and therefore is uniformly distributed
over the frequency spectrum. Each of these functions can be represented by a Fourier series. The Fourier
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3. Test data samples corresponding to a single revolution of the beam.

transform of the data samples is

X [k] =
N−1

n=0

x [n] e−i
2πnk

N

and the corresponding inverse transform is

x [n] =
1

N

N−1

k=0

X [k] ei
2πnk

N .

When xs [n] is a pure frequency

xs [n] = Ae
iφei

2πnl

N

its amplitude and phase are extracted by taking the Fourier transform of the data samples. In this case all
of the samples add in phase in the transform sum. The signal power is the square of the coherent sum
of these samples, so it increases as N2, where N is the number of data samples used in the transform.
Since the noise power, by definition, is incoherent, so there is no such coherent addition of the sample
amplitudes. Instead the noise power increases as the sum of the square of these samples and increases only
as N . Therefore the SNR also increases as N .
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4. The mean value of input data over 546 revolutions and the standard deviation of the data for each of the
60 data points in the standard data period.

An alternate way of viewing this increase in SNR is as a decrease in the noise bandwidth of the system
with increasing number of samples. The thermal noise of the system is proportional to the signal bandwidth.
As the number of samples, N , used in the transform increases, the bandwidth, and hence the noise power,
decreases by 1/N . The signal, however, occupies only one frequency, so only one Fourier coefficient
is needed to obtain the signal amplitude and phase. The signal power in this case is independent of the
bandwidth. The system SNR therefore increases as N . The formula for the processing gain is

Gproc = 10 log10 (N) . (1)

Figure 5 shows the amplitudes of the various frequency harmonics for a single turn. The statistical fluc-
tuations in the power in the various frequency bins is evident, but the noise is nonetheless much smaller than
the−64.5 dBc value calculated from the deviation in the individual measurements. It is also apparent from
this figure that the 6MHz tone produced by the signal generator is not pure, but also contains harmonics of
the fundamental. These harmonics are down more than 50 dBc, but still dominate the rest of the noise in
the spectrum.

The fluctuations in the noise floor decrease when we take the RMS average of all of the 60 bins over
the 546 turns in the test sample. As seen in figure 6, the noise floor spectrum is now smooth. But from
the structure of the spectrum, we see that we need to recalculate the single sample SNR that we calculated
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5. The amplitude of the Fourier harmonics calculated for a single test turn, where each turn has exactly 60
samples. Note that the signal generator creates harmonics of the 6MHz fundamental frequency.

above from the data in figure 4. The harmonic distortion caused by the generator is still evident and the
distortion amplitudes are much stronger than the incoherent noise signals. But since these harmonics are
periodic, they should have no special effect on the RMS values calculated above.

The relevant part of figure 6 is the envelope of the noise spectrum away from the generator harmonics.
This spectrum exhibits the characteristics of a low pass filter. This test was performed on a prototype
version of the ECDR814 in which there was a 10.7MHz low pass filter on the input. Because of this
filter, we can partition the noise spectrum of the single turn DFT into three sections. Below 10.7MHz
the noise floor is at about −77 dBc. Above 17MHz, the noise floor is −87 dBc. Between these two
frequencies the noise floor falls off linearly in dB.

The higher noise plateau, below 10.7MHz, reflects a noise power in the digitized signal that is a com-
bination of the input signal noise and the digitizer noise. The sloping noise floor starting at the corner
frequency of the filter demonstrates that the input filter is reducing the measured noise, showing that the
digitizer noise floor is lower than the input noise. The filter attenuation continues to increase with fre-
quency, but the noise floor reaches its final plateau of −87dBc, which is therefore the digitizer noise level.

The average RMS noise power throughout the entire spectrum, neglecting the harmonics, is −80 dBc,
7 dB higher than the noise floor of the digitizer. Adding this 7 dB to the 67 dB maximum SNR calculated
from the standard deviations of the individual samples brings the full scale SNR of the digitizer to 74dB.
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6. The average of 546 single turn spectra the test signal. Note that the noise spectrum rolls off at 10MHz,
which is the corner frequency of an onboard low pass filter. The noise floor stabilizes at −87dBc.

For reference, Analog Devices quotes the typical SNR of the AD6644 to be 74 dB when the input signal
is 1 dB below full scale. If the digitizer noise is 7 dB lower than that measured from the data in figure 4,
the standard deviation of the digitizer drops to 1.16 counts, just slightly more than 1

2bit.
As a check on the validity of equation 1, the processing gain, in dB, corresonding to 60 samples is

Gproc = 10 log10 (60)

= 17.8dB.

Given the power level of the test signal, the SNR of each sample was 64.5 dB. Adding the calculated
processing gain gives a total calculated SNR of 82.3 dB. Compared with the measured SNR of 80.3dB,
the calculation including the processing gain turns out to be only 2dB too optimistic.

If the actual input BPM signal is set to full scale, and 50 samples are processed for each revolution of
the beam around the ring, the processing gain that will occur for each revolution is 17 dB. The maximum
calculated SNR for each turn is therefore 91dB. This value is still about 10 dB above the threshold of the
numerical accuracy of the AD6620, the digital receiver used in the ECDR814, so that the SNR from the
digitizer is the limiting factor for the accuracy of the board in our application.
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nratio Zratio PFS (mW) PFS (dBm)
1 : 1 1 : 1 12.10 10.8
1 : 2 1 : 4 3.03 4.8
1 : 3 1 : 9 1.34 1.3
1 : 4 1 : 16 0.76 −1.2

2. Signal power corresponding to the full scale voltage of the digitizer after the input transformer.

3.2.3 Maximum Full Scale Amplitude

The AD6644 has a full scale input voltage range of 2.2V, peak to peak. Since the input impedance of the
chip is 1 kΩ, the full scale power level for a single frequency is

PFS =
1.12

2 · 1000 W
= 0.605mW

= −2.2 dBm .

The full scale dynamic range of the digitizer extends from−76 to−2 dBm.
In the ECDR814, the analog input signal sees a 50Ω impedance that is built up from the 1 kΩ input

impedance of theAD6644 and additional terminating resistances, transformed by a 2 turn input transformer.
This arrangement shifts the full scale input power of the board to

PFS =
0.552

2 · 50 W
= 3.03mW

= 4.8 dBm .

Since this shift in power does not affect the SNR of the board, the dynamic range of the digitizer on the
ECDR814 extends from −69 to +5dBm. Table 2 displays the input signal power that provides the full
scale 2.2V peak to peak amplitude signal at the AD6644.

When the ECDR814 is configured so that the input signal passes through the 1.5 to 32.5 dB (nom-
inal) programmable attenuator and 15 dB (nominal) gain block, the nominal maximum full scale power
ranges from −8.7 to 22.3dBm. (Note that the ECDR814 manual lists the full scale input range for the
programmable gain channel as −12 to 19 dBm, implying that their gain block exceeds a gain of 18 dBm.)

4 Elements of Receiver Design
The BPM front end electronics can be considered to be a specialized type of a narrowband receiver. As

such, the well known concepts associated with receiver design can be used to guide the design. For our
particular needs, we would like to minimize the system noise and maximize the linear operating range.

4.1 Noise Factor

The noise factor is the quantity that measures the “cleanliness” of the receiver. Random noise, proportional
to the system temperature, exists in electrical systems. A measure of the signal quality is the ratio of the
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signal power to the noise power, SNR, defined as

SNR
signal power

noise power
. (2)

The thermal noise power, from a source to a matched load, is given by

PN = kTB

where k is Boltzmann’s constant, T is the temperature in degrees Kelvin, andB is the bandwidth of interest,
in Hertz.

The SNR of a system can change as the signal progresses through the system devices. Since the noise
can never be reduced, the SNR can only decrease from its initial value. The amount by which a device
increases the noise is called its noise factor. The noise factor of a device can be defined in several equivalent
ways One definition is

F =
total output noise of device

output noise due to input noise
. (3)

4.1.1 Amplifier Noise Factor

An amplifier with power gain G amplifies both the input signal, Ain, and the input noise, Nin. It also
contributes noise, Nint, to the output signal. The noise factor of an amplifier is

F =
GNin +Nint

GNin
.

If the amplifier is the first device in the system, its noise figure is

F =
GkTB +Nint

GkTB

= 1 +
Nint
GkTB

.

The noise power added by the device is, in terms of the noise factor F , is

Nint = (F − 1)GkTB.

4.1.2 Attenuator Noise Factor

Noise factors can also be assigned to devices that attenuate signals. Consider a device which attenuates
the power of an input signal by a factor L, where L < 1. If the attenuator is the first device in the system,
the noise power input to the attenuator is kTB. The attenuator reduces this noise to LkTB. If the output
impedance of the attenuator presents a matched resistive impedance at its output, the noise at the attenuator
output is also kTB. From this, the internal noise of the attenuator can be calculated. Since

Nout = kTB

= LkTB +Nint

then

Nint = Nout − LkTB
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= (1− L) kTB
The noise factor of the attenuator is then

F =
LkTB + (1− L) kTB

LkTB

=
1

L

4.1.3 Noise Factor of Cascaded Devices

The noise factor of a system of cascaded devices can be calculated from the knowledge of the power gains
and noise factors of each stage. For a system with two devices, with power gains and noise factors (G1, F1)
and (G2, F2), respectively. As seen above, if the device is an attenuator, Gn = Ln and Fn = 1/Ln, with
Ln < 1.

The noise power at the input of the system is the thermal noise power, kTB. The first device amplifies
this noise power toG1kTB and adds its internal noise, (F1 − 1)G1kTB, so that the noise power out of the
device is

Pout1 = G1kTB + (F1 − 1)G1kTB
= F1G1kTB.

This noise power is the input noise power to the second device. The second device amplifies this power
by G2 and adds its internal noise power (F2 − 1)G2kTB so that the noise power out of the second device
is

Pout2 = F1G2G1kTB + (F2 − 1)G2kTB
= [F1G2G1 + (F2 − 1)G2] kTB.

The noise at the input of the system, that at the input to the first device, gets amplified by the gain of
both stages so that the noise factor of the cascaded two stage system is

F =
[F1G2G1 + (F2 − 1)G2] kTB

G2G1kTB

= F1 +
(F2 − 1)
G1

.

This derivation is easily extended to systems with more than two cascaded stages with the noise factor
of such a system, with the general result

F = F1 +
(F2 − 1)
G1

+
(F3 − 1)
G1G2

+ · · ·+ (FN − 1)
G1G2 · · ·GN−1 . (4)

4.1.4 Alternate Definition of Noise Factor

There is a definition of the noise factor equivalent to Equation 3 but in terms of the SNRs at the input and
output of the system. The SNR at the input is

SNRin =
Sin
Nin

.
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When both the input signal and input noise are amplified by the N stages, the signal power at the output
is G1G2 · · ·GNSin. The noise at the system input gets amplified through the system to G1G2 · · ·GNNin.
But the total noise at the output is given by

Nout = [F1G1G2 · · ·GN + · · ·+ (FN−1 − 1)GN−1GN + (FN − 1)GN ] kTB
so that, according to Equation 3, the noise factor is

F =
[F1G1G2 · · ·GN + · · ·+ (FN−1 − 1)GN−1GN + (FN − 1)GN ] kTB

G1G2 · · ·GNkTB
=

[F1G1G2 · · ·GN + · · ·+ (FN−1 − 1)GN−1GN + (FN − 1)GN ] kTB
G1G2 · · ·GNkTB

Sin
Sin

=
Sin/kTB

G1G2 · · ·GNSin/ [F1G1G2 · · ·GN + · · ·+ (FN−1 − 1)GN−1GN + (FN − 1)GN ] kTB .

Since the input system noise is kTB, the numerator is the input SNR and the denominator is the output
SNR, an alternate definition of the noise factor is

F
SNRin
SNRout

.

4.1.5 Noise Figure

The noise factor, F , is a ratio of powers, but often the quantity that characterizes this ratio is expressed in
decibels. In this form, the ratio is often called the noise figure,NF . The noise figure is related to the noise
factor, as expected by

NF = 10 log10 F.

It should be emphasized that the quantity used in the calculation of noise for systems, as in equation 4 is
the noise factor, F .

4.2 Signal Distortion

Another important quantity to characterize in the receiver is the distortion the system devices introduce in
the signal. Since the signals of interest in a receiver are typically narrowband, the analysis of distortion
is carried out assuming that the input has one, or at most a few, frequencies. There are two common
parameters that are specified for signal processing devices, the 1 dB compression point, P1dB , and the third
order intercept point, IP3. Although these parameters may be nominally related, this nominal relation does
not always hold and devices can be designed to improve one of these parameters over its nominal value.

4.2.1 Harmonic Distortion Products

An ideal electronic device is a linear system

vout = avin

where a is the constant voltage gain of the system. Real devices exhibit non-linear behavior. As long as
the system is close to linear, the gain can be approximated by a Taylor series expansion

vout = a0 + a1vin + a2v
2
in + a3v

3
in + a4v

4
in + · · · .
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Approximating the input of a typical receiver by a sinusoid

vin = v cosωt

vout can be calculated to be

vout = a0 + a1v cosωt+ a2v
2 cos2 ωt+ a3v

3 cos3 ωt+ a4v
4 cos4 ωt+ · · ·

= a0 + a1v cosωt+ a2v
21

2
(cos 2ωt+ 1) + a3v

31

4
(cos 3ωt+ 3cosωt) +

a4v
41

8
(cos 4ωt+ 4cos 2ωt+ 3) + · · ·

= a0 +
1

2
a2v

2 +
3

8
a4v

4 + · · · + a1 +
3

4
a3v

2 + · · · v cosωt+ (5)

1

2
a2 + a4v

2 + · · · v2 cos 2ωt+ 1
4
(a3 + · · ·) v3 cos 3ωt+ 1

8
(a4 + · · ·) v4 cos 4ωt+ · · · .

The distortion products are now distributed at the harmonics of the input frequency ω. Odd and even
order terms in the Taylor series can contribute to the coefficients of lower order odd and even harmonics,
respectively. In a narrowband system, the different harmonics can be separated by filtering, but the dis-
tortion from the odd order terms in the Taylor series contribute to the amplitude of the fundamental. The
distortion caused by these terms at this frequency cannot, of course, be removed by filtering. The distortion
introduced by these higher order odd terms is measured by both the 1 dB compression point and the third
order intercept point.

4.2.2 1 dB Compression Point

The 1 dB compression point, P1dB, is defined as the power level at which the signal output of the funda-
mental harmonic of the device is 1 dB below the value calculated from the power level of the input and
the nominal device gain. Using the notation of equation 5, the calculated ideal power output for an input
amplitude of v is

Pout(ideal) =
(a1v)

2

2Z

where Z is the impedance of the device load, while the actual power is

Pout(actual) =
a1 +

3
4a3v

2 v
2

2Z
.

The output is compressed by 1 dB when

−1 = 10 log10
Pout(actual)

Pout(ideal)

= 20 log10 1 +
3

4

a3
a1
v2 .

Solving this equation for the coefficient of the third order term gives

a3 = −4
3

a1
v21 dB

1− 10− 1

20 (6)
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7. The output amplitude of the fundamental harmonic vs the input amplitude. The 1dB compression point
is marked.

where v1 dB is the input amplitude of the fundamental harmonic at P1 dB. Substituting back into equation
5, the output of the fundamental harmonic can be expressed as

vout = a1v 1 +
3

4

1

a1
−4
3
a1
1− 10− 1

20

v21 dB
v2 cosωt

= a1v 1− 1− 10− 1

20
v2

v21dB
cosωt

= a1v 1− 1− 10− 1

20
Pin
Pin1 dB

cosωt

where Pin and Pin1dB are the input power and the input power at the 1 dB compression point, respectively.
From this equation, one can calculate the compression of the device as a function of the input power. If the
power is given in decibels, the formula becomes

vout = a1v 1− 1− 10− 1

20 10(PdB in−PdB in1 dB)/10 cosωt.

The amplitude and power compression are plotted in figures 7 and 8.
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8. The output power of the fundamental harmonic vs input power. The 1dB compression point is marked.

The distortion at this input amplitude has two contributions, both caused by the third harmonic. At the
compression point, the relative amplitude of the distortion signal at the fundamental frequency is approxi-
mately 0.11, while the relative amplitude of the third harmonic signal is

vdist =
1

4
a3v

3
1 dB cos 3ωt

= −1
3
a1v1dB 1− 10− 1

20 cos 3ωt

∼= −0.036a1v1dB cos 3ωt

which can be filtered out. Even if the third harmonic is not filtered out, only 4% of the output signal at
P1 dB is due to the third harmonic. Figure 9 shows the waveforms of the first and third harmonics, as well
as the total output waveform at compression.

4.2.3 Third Order Intercept

The third order intercept point of a device measures a related distortion quantity. In a narrowband system,
if two different tones are both in the frequency band of interest, distortion will create mixing products that
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9. The output waveforms of a gain function to third order at the 1dB compression point. The ideal output
waveform is compared with the actual output of the fundamental and third harmonics, as well as the actual
total waveform.

create additional tones within the passband. If the input signal is

vin = v1 cosω1t+ v2 cosω2t

then the output of the device is, to third order,

vout = a0 + a1 (v1 cosω1t+ v2 cosω2t) + a2 (v1 cosω1t+ v2 cosω2t)
2 +

a3 (v1 cosω1t+ v2 cosω2t)
3 + · · ·

= a0 + a2
v21 + v

2
2

2
+ v1v2 cos (ω1 − ω2) t +

a1v1 +
3

4
a3v

3
1 cosω1t+ a1v2 +

3

4
a3v

3
2 cosω2t +

3

4
a3 v

2
1v2 cos (2ω1 − ω2) t++v1v

2
2 cos (2ω2 − ω1) t +

17



a2
v21
2
cos 2ω1t+ v1v2 cos (ω1 + ω2) t+

v22
2
cos 2ω2t +

a3
4
v31 cos 3ω1t+ 3v

2
1v2 cos (2ω1 + ω2) t+ 3v1v

2
2 cos (ω1 + 2ω2) t+ v

3
2 cos 3ω2t + · · · .

The additional tones, at 2ω1 − ω2 and 2ω2 − ω1, are the intermodulation products.
If the amplitudes of the two input tones are the same, v1 = v2 = v, then the amplitude of the intermod-

ulation products is the same as the amplitude of the distortion of the linear term due to the creation of these
products

vout = a0 + a2v
2 [1 + cos (ω1 − ω2) t] +

a1v (cosω1t+ cosω2t) +

3

4
a3v

3 [cosω1t+ cosω2t+ cos (2ω1 − ω2) t+ cos (2ω2 − ω1) t] + (7)

1

2
a2v

2 [cos 2ω1t+ 2cos (ω1 + ω2) t+ cos 2ω2t] +

1

3
a3v

3 [cos 3ω1t+ 3cos (2ω1 + ω2) t+ 3cos (ω1 + 2ω2) t+ cos 3ω2t] + · · ·

From equation 7, the distortion term grows with the third power of the input amplitude, while the desired
linear term, of course, grows with the first power of the input amplitude. The IP3 is defined as the
theoretical input amplitude at which these terms are equal

|a1| vIP3 =
3

4
|a3| v3IP3

so that

vIP3 =
4

3

a1
a3

and

PinIP3 =
2

3Z

a1
a3

(8)

As was done when deriving the relation for P1dB, the distortion to the output signal for a single fre-
quency, as a function of input power, can be represented in terms of PinIP3 .

vout = a1v 1 +
3

4

a3
a1
v2 cosωt

= a1 1− v2

v2IP3
v cosωt

= a1 1− Pin
PinIP3

v cosωt

=
√
2Z
√
G 1− Pin

PinIP3
Pin cosωt (9)

where the last form of the equation expresses all amplitudes in the harmonic power, Pin, the power gain,G,
and the matched impedance, Z. The deviation from a constant gain is quadratic in the voltage amplitude,
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linear in input signal power. Note that we have again assumed a3/a1 < 0.
If the Taylor series expansion of the device gain is exact to fourth order, then IP3 can be expressed in

terms of P1 dB.

PinIP3
Pin1dB

=
v2IP3
v21dB

=
4
3
a1
a3

4
3
a1
a3

1− 10− 1

20

= 1− 10− 1

20

−1

∼= 9.2
∼= 9.6 dB

IP3 is commonly specified in one of two ways. IIP3 is the input power of the device at which the
theoretical intercept point is reached, while OIP3 refers to the corresponding theoretical output power for
this level. The relation between IIP3 and OIP3 uses the nominal device gain, OIP3 = G · IIP3, ignoring
the saturation effects that would occur if one attempted to drive the device with this power level.

4.2.4 IP3 vs P1dB

As derived above, IP3 and P1 dB provide identical information. Knowledge of one quantity is sufficient
to give knowledge of the other. However in real devices, the gain functions are more complicated. The
functional behavior of the gain is more complicated than a third order Taylor series. Different applications
emphasize linearity at small and large signal amplitudes. P1dB characterizes the large amplitude behavior
of the device. It is more relevant for applications which require large amplitude signals, for which the gain
starts to roll off and distortion becomes visible. In some sense, P1dB marks the onset of the saturation of
the device.

The non-linearity at normal operating conditions, far below saturation, is better determined by IP3,
which samples the gain function for smaller amplitude signals. IP3 can usually be measured at input
signal levels 10− 20 dB below the levels at which P1dB is measured.

4.2.5 IP3 of Cascaded Devices

In order to evaluate the IP3 of a system of cascaded devices, we derive the formula for the IP3 of a
composite system. We consider a system of two devices, with gain coefficients ai and bi, respectively.
Using the results of preceding calculations, the only term of interest from the output of the first device is
that at the fundamental frequency

vout1 = a1 +
3

4
a3v

2
in1 vin1 cosωt

which is the input to the second device. The output of the second device, at the fundamental, is

vout2 = b1 +
3

4
b3v

2
in2 vin2 cosωt

= b1 +
3

4
b3 a1 +

3

4
a3v

2
in1

2

v2in1 a1 +
3

4
a3v

2
in1 vin1 cosωt (10)
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where we have used the fact that vin2 = vout1.
Equation 10 can be simplified for the general cases of interest, which is that of very nearly linear systems.

In such cases we need keep only the lowest order non-linear terms. Since a3v2 a1 and b3v2 b1, this
approximation gives

vout2 = b1a1 1 +
3

4

b3
b1
a21 +

3

4

a3
a1

v2in1 vin1 cosωt (11)

The IIP3 of the cascaded system is the input power at which the magnitude of the distortion equals the
nominal signal amplitude. Taking the worst case approach that both distortion terms add in phase, this
value is determined by the equation

v2inIP3 = 2ZPinIP3

=
3

4

b3
b1
a21 +

3

4

a3
a1

−1

=
1

2ZPin2IP3
G1 +

1

2ZPin1IP3

−1

where we have used equation 8 to express the PIP3 of each stage in terms of the Taylor series expansion
coefficients and have recognized that the power gain of the first stage, G1 = a21. The formula for the IIP3
of a cascaded system of two devices, given the gain and IIP3 of each device is

IIP−13(cascade) = IIP
−1
3(1) +

IIP3(2)

G1

−1
.

Since nothing in this derivation depended on whether the power gain of any of these devices was greater
or less than unity, this derivation holds for both devices which amplify and those which attenuate the signal.
Note that the power here is expressed in real power units, not decibels. The extension of this formula to
arbitrary numbers of cascaded stages is straightforward

IIP−13total = IIP
−1
3(1) +

IIP3(2)
G1

−1
+ · · ·+ IIP3(N)

GN−1 · · ·G1
−1

(12)

4.3 Spurious Free Dynamic Range

The dynamic range of the receiver is measures the range of input signal amplitude that the receiver can
process. The lower level of this range is typically determined by the noise floor of the system. As
discussed above, the system noise power is determined by the bandwidth and noise factor of the receiver.
The upper level is typically determined by the power level at which distortion products contaminate the
signal. Since the amount of allowable distortion varies from application to application, there can be several
definitions of the system dynamic range. A common and useful criterion is one that defines the distortion
as the signal power level at which the distortion caused by device non-linearities equals the error due to
system noise. This criterion is used to define the spurious free dynamic range (SFDR).

The minimum detectable signal (MDS)is defined as the input signal whose power is equal to the noise
power as measured at the system output. The MDS depends on the system noise factor, F , and bandwidth,
B

PMDS = FkTB. (13)
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10. The spurious free dynamic range is the region along the input power axis between the two sloping lines.
The unit slope line corresponds to the ideal gain and the line with a slope of three corresponds to the growth
of the third order distortion product.

The noise power at the system output is GPMDS , where G is the system power gain.

4.3.1 Calculation of Spurious Free Dynamic Range

The SFDR can be calculated from the MDS and the IIP3. This calculation can be most easily explained
using graphical techniques.

As shown in figure 10, the plot, on a log-log scale, of the ideal output signal vs. the input signal, the
graph is a line with unit slope. The vertical offset of the line is the system gain. Since the spurious
harmonic arises from the third order non-linearity, the its output power as a function of input power is
another straight line, but now with a slope of three. By extending a unit slope line from the (IIP3, OIP3)
point back to the level of the output noise floor, we construct an isoceles right triangle. The hypotenuse
of this triangle is the unit slope line just drawn, the vertical leg is the line from (IIP3, OIP3) down to the
noise floor, and the horizontal leg is a line along the noise floor connecting the other two sides. Extending
back a line of slope three again from the same point to the output noise floor, a second triangle is consisting
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of this line, the same vertical leg as before and another line along the noise floor connecting these two lines.
Any input signal which lies to the right of the unit slope line can be detected above the system noise.

Any input signal which lies to the left of the line with slope three will not produce a spurious harmonic
greater than the noise floor. The SFDR is therefore the distance along the noise floor between its inter-
section with the two sloping lines.

Its magnitude is found from the following geometrical calculation. The length of the equal sides of the
isoceles triangle is IIP3 − PMDS . The ratio of the horizontal legs of the two triangles is the same as the
inverse ratio of their slopes, one to three.

SFDR =
2

3
(IIP3 − PMDS) (dB) (14)

Distortion due to the device non-linearities is detectable when

Pin = PMDS + SFDR

=
1

3
(2 · IIP3 + PMDS) (dBm) . (15)

For power levels above this minimum, the distortion grows with the third power of the amplitude.

5 Specifications for Receiver Analog Front End
The front end of the receiver is the section that converts the input radio frequency (RF ) signal to an

intermediate frequency (IF ) that can be further processed by the digital receiver. Although the beam will
generate many harmonics of the revolution frequency, f0, theRF signals of interest are just two frequencies.
The first is the beam generated signal at fRF = 476.3MHz. The purpose of the electronics is to measure
the amplitude of this signal to extreme accuracy, and from this measurement obtain the transverse position
of the beam as it passes through the BPM.

In order to monitor and compensate for changes in the gain of the electronics, a calibration signal, at
frequency fcal = fRF − f0/2, will be combined into the long haul cable coming from the ring. One of the
digital receivers in the channel of the ECDR814 will be tuned to fRF , and the other to fcal. Extending the
sampling period from one revolution (50 samples) to two revolutions (100 samples), we will be able to use
the orthogonality of the two frequencies in the DFT algorithms implemented in the two AD6620 signal
processors to separate these tones to the numerical accuracy of the chip, better than the 91 dB SNR of the
digitizer.

There are two primary modes of operation for the SPEAR ring, commissioning and normal operation.
The receiver must be able operate in both of these modes. In addition, there are several other beam
conditions that will be used periodically to study the machine. Although not mandatory, it is desireable
that the receiver also be able to function very well in these modes.

5.1 Commissioning

There are many unknowns in the commissioning phase of the ring. If the beam is unable to be accumulated,
the BPM system must be able to provide information about the beam from a single passage. As calculated
in section 1, the power of the injected signal at the electronics is about −86dBm. The signal from the
single pass of an electron bunch will be a single impulse. This signal will be mixed down to

fIF = 13f0
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∼= 16.645MHz

and then band pass filtered to allow the impulse to ring several times and allow the ADC to digitize many
samples of this oscillation.

The resolution of the position of the single pass injected signal is not required to be very precise, but it
should be sufficient to determine gross beam position. It must be able to detect if the beam has passed by
the BPM and, if so, provide some information about the transverse position of the beam at the BPM.

5.1.1 Signal Strength

From table 1, the signal power of the nominal injected bunch is −86.2 dBm at the receiver. If the injected
bunch has only half its nominal current, the signal strength will drop to −92 dBm. Clearly with this small
of a signal, the dominant factor in our accuracy of detection is the thermal noise floor. In a bandwidth
corresponding to the revolution frequency f0, the thermal noise power is

PN = kTB

= 4.0× 10−18mW
= −174 dBm

in a 1Hz bandwidth. For our bandwidth of f0, the noise power becomes

PNf0 = 5.1× 10−12mW
= −113 dBm (16)

just 21 dB below the signal power. For the case of a single pass signal, the impulse response of the IF
filter will set the bandwidth of the system at a frequency of about 2.5MHz, so the noise power will increase
to about −110 dBm, 18 dB below the signal power.

5.1.2 Processing Gain

The filter will increase the processing gain over a single sample, but will not give the full 17 dB processing
gain expected for a continuous signal, since the impulse response of the filter will not be at full amplitude
for the entire 50 samples of the digitizer. At the digitizer clock frequency, 50 samples take 781 ns. As seen
from figure 11, it is reasonable to assume that at least half of the samples will occur when the IF signal has
a reasonable amplitude.

We can estimate the processing gain for this situation. Based on the above assumption, the Fourier
transform of the signal will be contain 25 coherent samples, so the signal power for this time will increase
by (50/2)2. The noise will exist for all 50 samples, so the processing gain for a single pass signal becomes

Gproc =
252

50
= 12.5

= 11dB .

This number is only an estimate. The ECDR814 will not be synchronized with the arrival of the impulse,
so the impulse will most likely overlap two sampling periods. In that case, the processing gain would
probably be slightly lower than this estimate.

There are some other software techniques that could be used if the these signal strength estimates are
too optimistic and the signal needs to be dug out from the noise. Since this is a low bandwidth application,
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11. The impulse response of the IF band pass filter. The filter rings out in 781 ns, the revolution period of
the beam.

we could bypass the digital receiver chip take the straight digitizer data out of the ECDR814 for further
processing. A simple algorithm could center the impulse response within a sampling window. A slightly
more sophisticated algorithm could pass the sequence of raw samples through a matched filter and find the
peak signal response.

5.1.3 Receiver Requirements

For this mode of operation, the receiver requires a front end with a low noise figure and sufficient gain to
place the signal well above the noise floor of the digitizer. In order to achieve the required low noise figure,
an amplifier must be placed early in the signal processing chain. Insertion loss due to an input filter and
the noise figure of the first amplifier should then decrease the system SNR by no more than 6 dB for the
receiver. Each digitizing channel will then have to process a signal that is about 12 dB above the noise.

The gain for the receiver in this mode must be sufficient to amplify the thermal noise floor above the
noise floor of the digitizer, but this should not be difficult. As discussed above, the measured performance
of the ECDR814 is better than 11 bits. If we include a safety margin of another bit, our goal is to have the
gain of the receiver such that it amplifies the noise, at full system gain, to be 72 dB below the digitizer full
scale. With the existing signal transformer in the front end of the ECDR814, the noise power level at the
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transformer input is

PN xfmr = 4.8− 20 log10 212
= −67.4 dBm .

As calculated above, the thermal noise power in a bandwidth of f0 is −113 dBm. 45 dB of gain is re-
quired to raise the thermal noise to the desired level. The receiver components will also add to the noise.
Assuming that the lowest noise figure amplifiers are used, the noise figure will be about 5 dB, reducing
the required receiver gain to 40 dB. This is then the target power gain for the receiver system in the low
currrent, commissioning mode. Changing the signal transformer would reduce the required gain needed to
place the thermal noise signal 72 dB below the digitizer full scale by either 3.5 dB or 6 dB, depending on
the turns ratio of the transformer (table 2).

If the thermal noise amplitude has a mean value of 4 counts on the digitizer, the RMS amplitude of
the signal will be about 16 counts, with a peak amplitude of almost 23 counts. If the noise is a random
Gaussian process, 98% of all noise amplitudes will be between ±8 counts of the nominal zero value of the
digitizer. The beam signal should be clearly visible above the noise.

Since the signal amplitude of interest here is so low, this mode of operation places no restrictions on the
linearity of the receiver.

5.1.4 Resolution at Injection

Based on the assumptions made about the signal strength of an injected beam of 10mA /mn, the noise
figure of the receiver, and the characteristics of the ECDR814, we can estimate the positional resolution
of this first turn measurement. With an SNR of 12 dB and processing gain of 11 dB, the estimated system
SNR is 23 dB; the amplitude of the calculated signal will be 14 times the average noise amplitude. If
we take the resolution of the system to be equal to the average noise amplitude, then this gives a positional
resolution of 7%. Since the mechanical BPM approximates an ellipse which has a vertical minor axis
of 17mm, the 7% resolution corresponds to a positional variation of 1.2mm, assuming a linear relation
between signal amplitude and positional variation. This resolution calculation was done for the signal from
a single button. Since we will always process the four buttons of a BPM, our resolution should improve to
0.6mm. This value exceeds, although not by much, the target 1mm resolution we had hoped to achieve.

5.2 Normal Operation

The application for which this receiver is primarily designed is to provide very high resolution beam position
with a ring “full” of current in normal operational mode. Initially “full” will mean 100mA, corresponding
to a power level of−16.6 dBm. The maximum operational current will increase as additional modifications
are made to the ring, leading to the final full ring current of 500mA, a power level of −2.7 dBm (see table
1).

In this mode the electronics serve as the monitor for a feedback system, the goal of which is to keep
the transverse beam position stable to within 1µm. Since the relevant dimension of the beam chamber is
17mm, the desired resolution of the detection electronics is about 60 ppm, which corresponds to 0.51mdB.
Another measure of this number is that terms which could spoil the desired resolution have an amplitude
that is −85 dBc.

To obtain and maintain this resolution requires either extreme stability of the electronics or knowledge
of the system gain as a function of time. Since we do not feel that we can maintain the gain to this
accuracy over time and temperature, we are attempting to maintain a constant knowledge of the system
gain implementing the latter. We will use a calibration signal at the frequency fcal = fRF − f0/2 and
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measure its amplitude along with that of the beam signal at fRF . The calibration signal will be common to
the four sets of electronics that process the signals from the four buttons in one BPM. By normalizing the
beam signal in each channel by the amplitude of its calibration signal we hope to remove the gain variation
of the electronics.

5.2.1 System Linearity

For the normal mode of operation we need to place a strong emphasis on system linearity. As discussed in
section 4.2.4, this means designing a system with a high IP3. The non-linear terms that will enter into the
signal processing are calculated by the same methods used to calculate P1dB and IP3. The only difference
is that now the signal will be a combination of more than just 2 harmonics

vin (t) =
∞

n=−∞
an e

2πif0t + c0 e
2πi(fRF−f0/2)t + c∗0 e

−2πi(fRF−f0/2)t.

Again we look for higher order terms that will contribute signals at either ωRF = 2πfRF or ωcal = 2πfcal.
The goal, of course, is to develop a design whose non-linearities are below the −85 dBc threshold quoted
above. If this is not practical, we need to calculate the origin, magnitude, and effect of the non-linearities
so that we can see what level of non-linearity can be tolerated.

Terms from v2in (t) will produce signals at these frequencies, but these signals will only come from
terms whose frequencies either sum to or are separated by ωRF . Reasonable filtering at the front end of
the receiver will eliminate at least one of the frequencies in each such product and so they do not need to
be examined further.

As before, terms from v3in (t) that will contribute signals at these frequencies cannot be filtered out. The
non-linear contributions can be categorized and ordered according to their magnitude. As seen in figure 1,
the term at ωRF , with harmonic number, h, always has the largest amplitude.

Of those contributing to ωRF , the largest amplitude term comes from the cube of the fRF term and is
proportional to a3h. Next in magnitude come terms proportional to ah. These terms come from two types
of cross products. The first type is of the form a−nanah; the squares of all of the harmonics generate
a DC term which then mixes with ωRF . This term is proportional to the power in all of the harmonics
exclusive of ωRF . The second type come from the cross products of a−n+han+ha−h, in which the products
of the sidebands generate harmonics at 2ωRF , which in turn mixes back down to ωRF when it multiplies
the frequency at ωRF . Still lower in amplitude come a series of mixing products that arise from the
combination of three sidebands. Finally, there is a term proportional to ah−1c20.

The non-linear contributions to ωcal are smaller. The largest term, c0a2h, is only of order a2h. There is
one term linear in ah, proportional to ah−1c0ah. All of the other terms are of lower amplitude.

As is evident from these terms, any non-linearity will first affect the signal at ωRF . All of the buttons
on a BPM see the same signal spectrum, of course, but the non-linear terms most likely will be different
from button to button. Since the non-linearities are proportional to the cube of the amplitude of ωRF , any
difference in magnitude of the signals will amplify the differences in the non-linear terms. Variation of the
distortion terms of each device from channel to channel will also cause differences in the non-linearities.
Hopefully, however, the system can be designed so that the non-linearities in the calibration signal are
negligible.

5.2.2 Resolution

We also desire a high resolution for the system, which requires a reasonably low noise figure. In our
current plan for normal operations, we will average over 320 revolutions, giving us an additional 25 dB of
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processing gain. Under this condition we will be able to achieve our desired resolution with an SNR of
only 60 dB. This number is very easy to meet with any design.

However, we do not want to limit our receiver properties to this low value. The ECDR814 has a
91 dB SNR, much greater than that required for the normal mode of operation. Since it is not difficult to
obtain an SNR better than 60 dB for the normal operating currents , we do not want to limit the system
performance by the properties of the front end.

5.2.3 System Bandwidth

The system bandwidth for the normal mode of operation has two meanings. The first meaning is the
standard one. It describes the frequency range over which the input signals are passed through the system.
There are several general constraints to this bandwidth. We want to limit the peak voltage that will appear
on any of the active devices. Filtering out most of the undesired harmonics will accomplish this. We also
want to reject the image frequencies that could corrupt the signal both in the analog as well as the digital
mixing stage. Finally we want to pass the signals of interest. These are the beam generated signal at fRF
and the calibration signal at fcal.

The second meaning of the system bandwidth in our electronics is that we want to define a very narrow
bandwidth, fcal < f < fRF , about 640 kHz, over which we minimize any variation in system gain with
respect to environmental parameters such as temperature. In the RF section of the electronics, the filter
has a nominal bandwidth of 1% of fRF , its center frequency, and has a Butterworth type repsonse, so that
its passband response is very flat as a function of frequency. This dielectric resonator filter is made from
a temperature stable dielectric that should not show any deviations with respect to temperature over the
narrow bandwidth, which is 0.13% of the center frequency.

The IF filter is different, however. Its purpose is to ring the impulse generated by a single bunch
(section 16). The 640 kHz between the two IF frequencies is now 3.8% of the center frequency of this
filter. Even though the filter is built from discrete commercial grade components that have reasonable
stability with respect to temperature, calculations show that the deviations caused by a temperature drift
of a few degrees Celsius will create a change in the relative transmission properties of the filter at the
two frequencies of interest that will cause apparent beam motion of several microns, outside the desired
tolerance range. During the normal fill, when the beam amplitude spectrum will be like figure 1, the effect
of the IF filter on the signal will be minimal. For this reason, we want to be able to switch the IF filter in
or out of the circuit, as desired.

5.2.4 Isolation

Once the signal amplitude at each of the four buttons, (a, b, c, d), is measured, the beam position is calcu-
lated. For small deviations of the beam from the origin, the calculation is well approximated by a simple
“difference over sum” algebraic calculation of the signals from the buttons

x =
(a+ d)− (b+ c)
a+ b+ c+ d

y =
(a+ b)− (c+ d)
a+ b+ c+ d

.

If the channels couple to each other, a distortion will be introduced into this calculation. For example, if the
signal read by channel a is (1− δ) a+ δ b and that read by channel b is δ a+(1− δ) b, then the calculation
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for y will be unchanged, but x will now read

x =
(a+ d)− (b+ c)
a+ b+ c+ d

− 2δ b− a
a+ b+ c+ d

.

As long as the coupling is small and constant, this distortion can be calibrated out of the system. If the
coupling changes, however, the distortion will change and will be interpreted as an apparent motion of the
beam. The presence of a calibration signal does not safeguard against this mistake. In the above example,
if a and b are replaced by a + ecal and b + ecal, respectively, the amplitude of the beam signal changes,
while that of the calibration signal remains unchanged.

There are three major paths for coupling between the channels One path exists through the combiner
that feeds the calibration tone to all four of the channels. In order to minimize changes in distortion due
to the combiner, it has been specified to have better than 80 dB isolation between its channels. Deviations
in the isolation are expected to be much lower. The second path is the radiation between the four channels
on a board. We believe that proper layout and shielding techniques will reduce the radiative coupling
between channels below the 80 dB number. The third path connects the channels through the common
local oscillator signal. The coupling path would take the RF signal from one of the four signal sources
through the LO port of its mixer, back to the source of the LO, common to four channels, then forward
through the LO port of a second channel back into its RF signal path. Component specifications and
layout techniques should limit this coupling below unacceptable levels.

5.2.5 Reflection Coefficient

The reflection coefficient of the system for the RF signal is also important. For the frequencies around
fRF , the signal pickup of the BPM can be modeled as capacitive. Therefore any signals that get reflected
from the electronics will propagate back down along the cables to the button, from which the reflection will
be almost complete; a standing wave will be set up on the cable. The ˜9dB attenuation of the signal as it
travels the length of the cable will limit the reflection back from the button to ˜−18 dB. The standing wave
set up by the reflection coefficient of the electronics changes the effective signal amplitude that is processed
by the electronics. Any change in the reflection coefficient of the electronics with the signal amplitude can
be misinterpreted as a change in beam position.

The first step to minimize this effect is to minimize the reflection coefficient. The next step is to keep the
system frequency response wide enough so that the calibration signal can sample the effect of the reflection
coefficient. The reflection coefficients of the various connectors in the circuit are typically around 5%.
The reflection coefficient of the RF filter over the range of fcal < f < fRF is specified to be less than
3%. The device following the filter should also have a comparable reflection coefficient. Once the signal
has passed through an active device, either an amplifier or a mixer, the effect of the reflection coefficients
of the subsequent stages on the input signal is greatly reduced. However we will still attempt to provide a
reasonable impedance match for all of the components in the signal processing chain.

5.3 Machine Physics Operation

Another important reason for the design of this BPM electronics is to provide a very high quality instrument
for accurately monitoring beam motion on a turn by turn basis. A very high quality signal with a large
dynamic range is required to be able to accurately measure the beam trajectory so that the non-linearities of
the storage ring can be measured. High sensitivity and a low noise figure are required to be able to measure
the storage ring “tunes” without disturbing the beam enough so that the oscillations are visible by the beam
users. Since the ECDR814 has a very high SNR and SFDR, it is desireable to make the specifications
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of the analog front end of the electronics as good as possible, so that the full power of the ECDR814 can
be utilized.

As discussed in section 3.2.2, the maximum SNR that can be achieved from the ECDR814 in a single
turn is 91 dB. We would never expect to be able to achieve this value, however, because this number is
calculated for a pure sinusoid, the peak amplitude of which is the peak amplitude of the digitizer. Our beam
signals are sums of harmonics of f0. Even though, in general, the harmonic that we will measure will be
dominant, the other harmonics that are passed through our filtering bandwidth will add to the overall peak
signal amplitude. Allowance for these other frequencies will probably reduce the maximum achievable
SNR by 3 dB to 6 dB.

If the electronics has an SNR of 91 dB, the resolution of the electronics of one button in one turn would
be better than 500 nm. Allowing for 6 dB headroom for the other frequencies in the signal still gives a
resolution of better than 1µm per turn. The processing gain from using the four buttons to calculate the
signal improves the potential accuracy to better than 700 nm.

The noise power for our 1.28MHz single turn bandwidth is −113 dBm; 91 dB above this value is
−22 dBm, which corresponds to about 54mA of current. Of course, the receiver will have a non-zero
noise figure, which will increase the current necessary to generate the minimum detectable signal in that
bandwidth from the 54mA. A minimum noise figure of the receiver is about 6 dB, corresponding to the
insertion loss of a filter and the noise figure of the first amplifier. In this configuration the minimum current
that generates a signal exceeding the 91 dB SNR is 108mA .

It is unlikely that the SFDR can also be maintained at this level. Data taken in this mode of operation
will be studied more for the dynamics of the beam motion rather than for its absolute amplitude accu-
racy. Therefore maximizing the dynamic range, even at the expense of some minor distortion is probably
desirable for this mode.

6 System Design
Now that we have discussed the beam characteristics, the performance of the IF digitizer, and the

requirements of the BPM processor, we are ready to propose a design for the RF − IF downconverter of
the electronics.

6.1 Local Oscillator Power Splitter

The downconverter will have four nominally identical parallel channels, one for each button of the BPM.
A common LO signal will feed each of these channels. A low power LO will be split from a common
source to the four channels. Each of the channels will have its own amplifier for this signal. The amplifier
in each channel will both provide the drive power necessary for the mixer as well as increase the isolation
between channels. The power splitter that distributes the LO signal to the four channels should have a
reasonable match at its ports to minimize reflection and should have good isolation between the channels.
A candidate part for this combiner is the MCL JS4PS − 1. At fLO ∼= 459.655MHz, this device has a
typical isolation of 33 dB or better, and an amplitude reflection coefficient less than 6% at the output ports.
The reflection coefficient is worse at the input, about 12% The amplitude imbalance between the channels
is 0.15dB.

6.2 Input RF Filter

The filter for the front end is a custom dielectric resonator filter built by Integrated Microwave Corporation
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(IMC) of San Diego, California. The insertion loss of the filter in band is specified to be less than 3dB.
The amplitude reflection coefficient of the filter is specified to be 3%. Near the center of the passband,
the filter pole locations are modeled after the Butterworth characteristic so as to minimize the variations in
both the transmission and reflection coefficients in this region. The variation of these coefficients between
fRF and fcal is not precisely known, but it is less than the precision of the internal IMC filter calculation
program. The filter provides better than 40 dB rejection at fLO and at the image frequencies of both the
analog mixer and the digital receiver.

6.3 Mixer

The frequency mixer that beats fRF down to fIF is specified to minimize distortion and to provide a good
match to the RF input signal. A secondary requirement is that the mixer has sufficient isolation between
the RF and LO channels to insure that any channel to channel coupling through the mixer is less than the
maximum allowable coupling. The large dynamic range of the measured signal requires that the LO power
into the mixer be at least +17dBm.

The two best candidates for the mixer are the MCL ADE − 1HW and the MCL ADE − 10H . For
our application, the main tradeoff is IP3 vs input match of the RF signal. The ADE − 10H has an IP3,
referred to the input, of +30dBm, while that of the ADE − 1HW is +26dBm. The amplitude reflection
coefficient, at the RF port, of the ADE − 1HW is 5%, compared to the 40% reflection coefficient of the
ADE − 10H. Based on the importance of a good match for the input RF signal, the ADE − 1HW
is the preferred mixer for our design. It should be noted that the ADE − 10H has the much superior
reflection coefficient as seen from the IF port, although this is a much less important parameter for the
receiver design.

The other mixer parameters of the ADE − 1HW relevant to our design are also acceptable. The
insertion loss of the mixer is about 6.2 dB. The isolation between the RF and LO ports is better than
43 dB. This isolation makes the coupling through the mixer port negligible. Any coupling would have
to pass from RF to LO of one mixer and then from LO to RF of the other, accounting for 86 dB. This
number neglects the additional isolation which is provided by the LO amplifier and the power splitter.

6.4 Amplifiers

Our system needs at least three amplifiers. One will amplify the RF signal, another will amplify the IF
signal, and the third will amplify the LO signal. The most important choices are those for the RF and IF
stages.

6.4.1 RF Amplifier

The RF amplifier will determine two properties of the receiver, the noise figure and the SFDR. A major
question we must answer is if one fixed configuration will satisfy our needs, or if the different receiver
operational modes require different configurations to optimize their performance. If so, it becomes merely
a technical problem to build with two personalities, which can be selected on a very low duty cycle, similar
to the selection of gains available on the ECDR814.

One possible configuration for the receiver is to have no RF amplifier. The input signal would pass
through the RF filter and then enter the mixer. The filter and mixer selected have a reasonable reflection
coefficients at fRF , so no amplifier is needed to provide good matching for the input signal. The second
configuration places an amplifier after the filter and in front of the mixer. This improves the system noise
figure, but at the expense of a decreased IP3. The performance of these two configurations is compared
below for the important modes of operation.
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6.4.1.1 SFDR

This configuration gives a good IP3 at the expense of the system noise figure. The dominant contribution
to IP3 is the mixer. Assuming an attenuation of 3 dB from the input filter, the system IIP3 is +29dBm.
Both the filter and mixer increase the noise figure of the system by their respective insertion losses. The
filter adds about 3 dB and the mixer about 6 dB. Assuming that the first amplifier downstream of the mixer
has a noise figure of 4 dB, the total system noise figure is about 13 dB. From equations 13 and 16,

PMDS = −100dBm
and from equation 14

SFDR =
2

3
[29− (−100)] dB

= 86dB .

An alternate configuration places an amplifier after the filter and in front of the mixer. The system noise
figure is now dominated by the insertion loss of the filter and the noise figure of the amplifier, which total to
about 7 dB, 6dB better than the configuration without the amplifier. With the current configuration there
are two important contributions to IIP3, one from the mixer and a second from the amplifier. An amplifier
with a high IP3, for example the NGA − 486 from Sirenza Microdevices of Sunnyvale, California, has
a gain of 15dB and an OIP3 of +40dBm. This is an IIP3 of +25dBm at the amplifier input and
+28dBm at the system input. The mixer contribution, transformed back to the system input, is, because
of the amplifier gain, reduced to+14dBm. This dominates the SFDR calculation

SFDR =
2

3
[14− (−106)]

= 80 dB .

In this latter configuration, the isolation advantage of the ADE − 1HW mixer over the ADE − 10H is
reduced. S12 of theNGA− 486 is about−18 dB, so the 40% amplitude reflection from the ADE− 10H,
a return loss of 7.8 dB, is reduced to a reflection amplitude of 5%, a 26dB return loss. This is now
comparable to the other devices in the processing chain. Switching to this mixer increases the system IP3
by almost 4 dB, so that the SFDR is now almost 83dB.

6.4.1.2 Input Dynamic Range

Although the SFDR for the two options is comparable, the signal levels at which the distortion is detectable
are not. Applying equation 15, we find that distortion is detectable in the unamplified configuration when
the input signal power is

Pno amp,undistorted =
1

3
[2 · 29 + (−100)]

= −14 dBm
while in the amplified configuration, distortion becomes detectable when

Pwith amp,undistorted =
1

3
[2 · 18 + (−106)]

= −23.3 dBm .
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The numbers in the last calculation used the ADE − 10H mixer with its higher IP3 value.
In the normal operational mode, the signal power will range from −16.6 dBm to −2.7dBm (table 1).

Without an amplifier, currents in the lower end of this dynamic range, up to 135mA, will have distortion
levels below the system noise floor. With the amplifier, distortion will be visible for currents greater than
46mA.

Using equation 9, we can calculate the relative change in gain due to the distortion at the maximum
current of 500mA. To first order, the input signal voltage amplitude, v, is proportional to the beam
transverse position. The electronics measures the output voltage, vout. The change in output voltage with
respect to input voltage is

dvout
dv

=
d

dv
a1 1− v2

v2IIP3
v

= a1 1− 3 v2

v2IIP3

= a1 1− 3 Pin
PIIP3

= a1 1− 3× 10− 31.7

10

= a1 1− 2.0× 10−3

for the nominal 500mA signal.
This result can be used to calculate the positional deviation that will still be accurately measured to the

1µm tolerance goal. Assuming that the position is linearly proportional to the input voltage, the input
voltage difference that corresponds to a positional change of 1µm from the origin of the chamber with
17mm half height is

δv1µm
v

=
1× 10−3
17

= 5.9× 10−5

which should produce an ideal output voltage

δvout 1µm
v

= 5.9× 10−5a1.

For any input voltage deviation, δv, the non-linearity will distort the voltage amplitude by−2.0×10−3a1δv.
The voltage change needed to exceed δvout 1µm/v is

δv

v
=

5.9× 10−5
2.0× 10−3

= 0.029.

The beam position shift that is required to generate this fractional voltage change is

δv

v
=

δy

y

=
δy

17
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Device Gain (dB) |S11| (dB) |S11| NF (dB) OIP3 (dBm)
SGA− 4586 26.2 14.9 0.18 1.7 28.6
SGA− 5586 24.7 13.9 0.20 2.5 31.5
SGA− 6586 25.8 15.5 0.17 2.5 32.2
NGA− 386 21.3 26.8 0.05 2.7 25.1
NGA− 486 14.9 20.1 0.10 3.7 40.2
NGA− 586 20.1 21.3 0.09 3.5 38.6

3. Sirenza Microdevices gain block parameters at 500MHz

so that

δylinear = 0.5mm .

At this distance from the origin, the non-linearities from the chamber geometry are undoubtedly greater
than those from the electronics. Since the system IIP3 with the front-end amplifier is more than 10 dB
lower than the one with no amplifier, equation 9 shows that the distortion, for equal signal powers, is 10
times greater for the amplified configuration.

6.4.1.3 Switchable RF Amplifier

Without any amplification in the front end of the system, the noise figure becomes larger than desireable for
the very low current commissioning mode of operation. The resolution of the system decreases by more
than 6 dB, eliminating any safety margin in the design. For that reason we need an amplifier which can be
remotely switched in and out of the circuit, as desired.

Normal operational mode covers 14dB of gain. This range can be accomodated by the digital attenuator
and gain stage on the ECDR814. Below the 100mA current level, the next interesting level is somewhere
around 20mA. These are the maximum current levels at which specialized machine physics experiments
may operate. More likely, these experiments will be done at even lower current levels, from 1mA−5mA.
As long as this amplifier is included for the commissioning mode, its characteristics should also provide
good performance for these machine current levels.

The switchable RF amplifier needs to be able to amplify the very low amplitude signal with enough
gain to place it well within the dynamic range of the digitizer. It should also have a reasonably low noise
figure to minimize the receiver noise figure at this sensitivity. Its IP3 is not so critical, since, as in the
above calculation for the amplifier in the circuit, the non-linearities of the mixer will dominate.

At 20mA of current, the signal power is−30.6 dBm. The distortion due to the mixer with an amplifier
having a gain of 25 dB leads to a system IIP3 of +4dBm. Repeating the calculation above, we find that
this leads to a deviation from the gain that is 1.0×10−3, leading to a 1µmmeasurement distortion at offsets
of 1mm. Even if the other components together contribute non-linearities of the same magnitude as the
mixer, a conservative estimate, the electronics would still be linear to 500µm.

Sirenza Microdevices makes several gain blocks that are candidates for this amplifier (table 3). Once we
have specified the IF amplifier, we will compare the system performance with these different amplifiers,
to see which configurations meet our noise and gain goals. Note that impedance match of theNGA family
of devices is noticeably better than that of the SGA family.

6.5 RF Switch

The switch we will use in the electronics is the PE4230 from Peregrine Semiconductor of San Diego,
California. It is a SPDT non-reflective switch. We had evaluated switches from several different vendors
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for a multiplexer of signals at fRF and found the PE4230 to have the best properties for that application.
It uses a CMOS, rather thanGaAs, technology. It is a very stable switch. The turn-on time to its steady-
state.value is about 1µs, while most of the GaAs switches we tested took several milliseconds to achieve
steady-state.

Although the present application is less demanding, because the switch position will be static, the static
properties of the switch are also good for our application. It has an insertion loss of 0.4dB. Its amplitude
reflection coefficient is 0.05. It provides about 50 dB isolation of the signal to the unused channel. Its
IP3 is not specified, but its P1dB is greater than +30dBm. Extrapolating IP3 from P1dB gives a value of
+40dBm for the intercept point.

6.6 IF Stage

The IF stage will also be simple. The mixer output will feed a gain block which will, in turn, either be
switched through a bandpass filter or connected directly to the output.

6.6.1 Amplifier

The primary function of the amplifier, of course, is gain. This amplifier will set the signal level to be within
the dynamic range of the ECDR814. Since it is the first gain stage for the normal mode of operation, it
also sets the system noise figure. For our application, the system performance is not very dependent on the
noise figure set by this amplifier.

In the normal mode of operation the signal amplitude is sufficiently above the noise that the system
SNR will always be very good. Assuming an amplifier noise figure of 4 dB, the system noise figure is
between 13 dB and 14 dB, so the MDS is less than −99 dBm. At the low end of the signal power range
for normal operation, −16.6 dBm, this still gives SNR > 82 dB. This is just 9 dB below the maximum
SNR of the ECDR814. If the peak harmonic amplitude is set at −3 dB below full scale, the SNR of the
analog section is just 6 dB below that of theECDR814. At the higher operational current levels, the SNR
improves with the signal strength until the SNR of the analog section is better than that of the ECDR814.
In our other applications, either the commissioning or machine physics mode, the RF amplifier will be in
the circuit, and its gain will greatly reduce the importance of the noise figure of the IF stage amplifier.

An important characteristic of the IF amplifier is its linearity. It will need to amplify the signal to match
the “full scale” limits of the ECDR814 and will be one of the devices which introduces the strongest non-
linearities into the system. From equation 14, we see that the important quantity for determining the system
SFDR is the difference between the device IIP3 and its noise figure.

Another function of this amplifier is to provide a good impedance match for the mixer directly upstream
of it. A good match at all of the relevant frequencies of the system, fIF , as well as fRF , fLO, and fcal,
and their other mixing products, will enable the mixer to meet its specifications for impedance match and
feedthrough.

The two candidates for this amplifier are theNGA− 486 andNGA− 586. Although theNGA− 486
has a slightly better value for OIP3, the two amplifiers are comparable as far as OIP3, noise figure, and
input match. The biggest difference between the two devices is the higher gain of the NGA− 586. The
choice between the two will be determined by the gain required from this amplifier.

Figure 12 shows the system gain functions as a function of ECDR814 attenuator value for the two
choices of IF amplifiers. The individual markers on the figure show the system gain if this stage of the
ECDR814 is bypassed. From table 1, the signal level powers of interest ramge from −16.6 dBm to
−2.7 dBm. Currently the full scale amplitude of the ECDR814 is +4.8 dBm. If we keep the signal
power of the fundamental −5 dB down from full scale to allow for the amplitude contributions from other
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12. Total system gain for high current operation as a function of the ECDR814 attenuator value for the
two choices of IF amplifier.
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13. System noise figure for high current operation as a function of the ECDR814 attenuator value for the
two choices of IF amplifier.

harmonics, the system gain needs to be about 2.5dB, corresponding to an attenuation value of−20 dB and
−25 dB, respectively, for the two configurations. The system noise figure is independent of the config-
uration for this current, since the noise figure for this high current is dominated by the contribution from
the attenuator on the ECDR814. For the higher gain NGA− 586, the ECDR814 must attenuate more,
negating the higher gain of the IF amplifier (figure 13). When the NGA − 486 is the IF amplifier, the
system noise figure for a 500mA beam current is about 20dB, setting the noise floor at the bandwidth of
f0 at −93 dBm. The SNR in this case is determined by the properties of the ECDR814.

There is a noticeable difference in the IIP3 of the two configurations. As seen from figure 14, the
configuration with the NGA − 486 has a significantly higher value of IIP3. This improvement carries
over to the system SFDR (figure 15). For high values of theECDR814 attenuator, the SFDR is reduced
by the large noise figure. This number is comparable for both amplifier configurations. For higher system
gain, the lower attenuator values, the noise figure has leveled out and now the device non-linearities at the
high amplitudes start to reduce the SFDR. It is in this region where theNGA−486 has a clear advantage.

Using figures 12,13,14, and 15We repeat these comparisions for a signal power of −16.6 dBm, the
lower end of the normal operational mode. The available system gain with the NGA − 486 is more than
18 dB. Although this gain does not amplify the harmonic of interest at fIF to full scale on the digitizer, the
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choices of IF amplifier.
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choices of IF amplifier.
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16. System gain for low current operation as a function of the ECDR814 attenuator value for the various
choices of RF amplifier.

harmonic, at full system gain, will be slightly more than 3 dB below full scale. Since harmonics other than
fIF will add to the amplitude, it is doubtful we would ever want to amplify the signal more than the 18 dB
available from the system. The noise figure has improved, decreasing to 14 dB, but IIP3 has degraded,
decreasing to +20dBm. The result is that the system SFDR does not change much. In fact, over the
entire range of interest for normal operation, this design is near the maximum system SFDR. If the input
transformer were changed to allow a lower amplitude input signal to become full scale on the digitizer, the
region of operation in all of these graphs would shift more negatively by either 3.5 dB or 6 dB, depending
on the transformer chosen. The performance comparison between the NGA − 486 and NGA − 586 has
similar results for the low current mode of operation.

Now that the IF stage is defined by its performance in the normal operational mode, we need to choose
between the various candidates for the RF amplifier which will be used in the low current mode. The can-
didate amplifiers and some of their relevant parameters are listed in table 3. Data comparing the parameters
of systems built with the various amplifiers are plotted in figures 16, 17, 18, and 19.

The gain plots in figure 16 show that all of the amplifiers, with the exception of theNGA− 486, satisfy
the minimum system gain of 40 dB The noise figure plots in figure 17 show that the same amplifier
configuration creates the system with the highest noise. These two facts follow from the lower gain and
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17. System noise figure for low current operation as a function of the ECDR814 attenuator value for the
various choices of RF amplifier.

higher noise figure of the NGA − 486. Use of this amplifier would result in a reduction of the safety
margin we have built into the design required to see the “first turn” measurements during commissioning.
The NGA − 486 would provide the system with the lowest distortion, however. Part of the reason is the
highOIP3 of the amplifier itself, but also important is the fact that its low gain minimizes the non-linearities
due to the mixer. The SFDR for the low current, high gain commissioning mode is less important than
it is for the normal operational mode. In the former, the signal power is, by definition, much lower than
it is in the latter, so the required SFDR also is much lower. As calculated in section 3, the electronically
generated non-linearites for the maximum expected signal power which would use this mode, −30.6 dBm,
are well within acceptable limits.

Of the remaining amplifiers, the two best candidates for the RF amplifier are the SGA − 4586 and
the NGA − 386. The SGA − 4586 has the highest gain and lowest noise figure. This provides the
greatest safety margin for observing the weak signal during commissioning, giving an extra 6 dB margin
over the design goals. Note that most of this margin does not allow us to see weaker signals; only the 1 dB
improvement in system noise figure helps in this regard. The rest of the safety margin accounts for a higher
than measured noise floor in the ECDR814. Since we have already put more than 6 dB of safety margin
into the design, the value of this additional margin is questionable.
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18. System IIP3 for low current operation as a function of the ECDR814 attenuator value for the various
choices of RF amplifier.

The NGA− 386 has slightly higher noise figure and slightly lower gain. But its greatest advantage is
its input impedance match. Its amplitude reflection coefficient is 0.05, significantly better than that of all
of the other devices (table 3) in general, and much better than that of the SGA− 4586 in particular. If the
NGA − 386 is used, then all configurations of the receiver present a good impedance match to the input
signal, minimizing reflections and the associated problems large reflections contribute to the accuracy of the
signal amplitude measurement. The input filter, switches, amplifier, and mixer all have amplitude reflection
coefficients less than or equal to 0.05. As a reference, this is also the amplitude reflection coefficient for
a good standard RF connector, so there is little benefit in having the impedance match of the front end
components much better than that of the connectors. Less importantly, the NGA− 386 system also has a
better IIP3 and SFDR. Its lower gain reduces the non-linearities from the mixer.

6.6.2 Filter

The purpose and design of the IF filter has been studied and written about in a previous note; that detail
will not be repeated here. The filter will be implemented using discrete components. These components
have been selected for their tight tolerances and high temperature stability. Because of the limitation of
commercially available components, two of the inductors in the filter need to be hand tuned. Even with the
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19. System SFDR for low current operation as a function of the ECDR814 attenuator value for the
various choices of RF amplifier.

tight tolerances of the components, calculations have shown that the insertion loss, over a small temperature
variation, will vary differently at the IF frequencies corresponding to f0 and fcal. Although this variation
will be small, the calculated amount still exceeds our 1µm resolution goal. Also, during normal operation,
the spectrum of the fill, as shown in figure 1, provides better filtering to a flat signal spectrum than does the
IF filter (figure20). For these reasons, it is desireable to enable the filter to be switched in or out of the
circuit, as required for different applications.

7 Conclusion
The SPEAR BPM design goals for the RF − IF converter are somewhat challenging, but a simple mix

of commercial components allows these goals to be met. The final design enables two distinct personalities
of the converter to accurately process both the expected high power signals from normal operation as well as
the very low power signals that must be detected during commissioning of the storage ring. During normal
operation, calculations show that it is possible to resolve beam positions to the order of 1µm during one
revolution of the beam. This accuracy at this speed will also enable the electronics to accurately monitor
the dynamics of the beam.
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20. Amplitude and phase plots of the IF filter transfer function. The abscissa is in units of f0, the revolu-
tion harmonic. The plots are continuous, but the locations of the revolution harmonics and the calibration
tone are highlighted.
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21. Block diagram of SPEAR BPM electronics front end
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