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Brief Summary: 
The LCLS offline data management system stores data for long-term analysis and export to end 
users. 

This document specifies the architecture and component-level details of this system.  
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1. Introduction 

The LCLS offline data management system stores data for long-term analysis and 
export to end users. It must meet the physics requirements in LUSI document PM-
391-000-06, “Physics Requirements for the LUSI Data Management System.” 

2. System Architecture 

Figure 1. Offline Data Management System Architecture. 

The offline data management system is responsible for translating the raw online 
data into a suitable form for long-term scientific access, storing the translated data, 
archiving it, and providing access to stored and archived data. Although not in the 
initial system scope, it is also proposed to provide a subsystem for processing the 
scientific data. 
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3. Interface Components 

3.1. Interface Database 

The interface database allows for communication between the online and offline 
systems. It resides in the offline system’s network space. It contains two primary 
tables: one containing the status of each file generated by the online system and one 
containing the potential destinations within the transfer cache to which the online 
system should copy those files. 

The online system will write status entries into the first table. The interface 
controller will write destinations into the second table and read status entries from 
the first table. 

The interface database will be implemented as a master/slave pair of replicated 
MySQL1 instances. MySQL is used throughout the system as a database 
management system (DBMS) because it is open source, is low cost, performs well, 
and is simple to administer and maintain. All interfaces to the database, however, 
should be as generic as possible to allow another DBMS to be substituted. The 
replication helps to ensure availability of the database and protects against data 
loss. Failover from the master to the slave replica will be performed by the interface 
controller. 

3.2. Transfer Cache 

The transfer cache provides a dedicated storage area for files copied from the online 
system’s cache. A dedicated area is desirable to avoid conflicts with unknown 
scientific workloads in the main file storage areas. 200 MB/sec aggregate bandwidth 
for writing the raw data files is required2; an additional 100 MB/sec aggregate 
bandwidth will be needed for reading those files into the translator. 

The offline system will copy files into the transfer cache at locations specified in the 
interface database. The translator will read files from the transfer cache. The 
interface controller will remove files from the transfer cache when translation is 
complete and possibly after the translated file has been successfully written to tape. 

The transfer cache will likely be implemented as a small cluster of servers with 
local disk. 

3.3. Translator 

The translator is responsible for converting the raw data files from the online 
system into scientific format. The scientific format used will be NeXus3-compatible 
                                                           
1 http://www.mysql.com/ 
2 Online/Offline ICD, LCLS document 1.1-526. 
3 http://www.nexusformat.org/ 
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HDF54, written using the NeXus API, an extended version of that library, or direct 
calls to the HDF5 library, depending on performance and data representation 
requirements. The translator will use the interface headers and shared library 
provided by the online system to read the raw data files. It will merge the 
instrument data and configuration information with the EPICS5 stream so that all 
metadata of interest is available in the resulting HDF5 file. All data present in the 
input raw data files will be converted into the output HDF5 files. Within a given 
NeXus file, FastBit6 or other indexing methods can be used to support efficient ad-
hoc queries to select interesting data for analysis. See below for more detail on the 
data to be written. The output of the translator will be passed to the file manager 
for long-term storage. Run and pulse attributes may be extracted from the 
instrument or EPICS data and stored in the science metadata database. The 
capability for passing the original raw data files to the file manager will also be 
included. 

The interface controller will launch the translator on each set of input raw data files 
after they have been copied into the transfer cache. 

The translator will be implemented in custom C++ code. 

3.4. Interface Controller 

The interface controller must monitor the transfer cache, inserting appropriate 
destination entries into the interface database to ensure that the transfer cache is 
available and does not fill. It monitors the interface database to determine when 
raw data files have been copied and triggers the translator. It will perform the 
necessary steps to replace the master interface database with the (former) slave if 
the master fails. It will also request a re-transfer of a raw data file if the file was 
lost for any reason. Finally, it will remove files from the transfer cache when 
appropriate conditions have been met, including completion of translation and 
possibly including confirmation of delivery of the translated file to tape. The 
controller is not expected to maintain much internal state, so another copy may be 
started rapidly if it or its machine fails. 

The interface controller will likely be implemented in a scripting language such as 
Python or Perl. 

4. File Handling Components 

The prime purpose of the offline data management system is handling the 
translated, scientifically meaningful files. This is the job of the file handling 
components.  
                                                           
4 http://www.hdfgroup.org/HDF5/ 
5 http://www.aps.anl.gov/epics 
6 http://www-vis.lbl.gov/Events/SC05/HDF5FastQuery/index.html 
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4.1. File Manager 

The file manager is the heart of the data management system. It routes files to 
appropriate destinations and communicates with (or encompasses) the metadata 
components so that the files can be located. It performs any necessary copies. It 
responds to queries for files by identifier or by attribute, consulting the file catalog 
and science metadata database as necessary. The file manager must provide access 
controls so that files are only retrievable by authenticated, authorized users. 

The file manager provides an API for use by the translator, the scriptable interface, 
and the GUI. It also must include drivers to interface with the filesystems, the tape 
manager, and the export interface. It must integrate with the file catalog and 
science metadata database. 

The file manager must be scalable to handle increasing request loads. It must 
provide adequate fault tolerance, either through rapid restart or redundancy. 

The file manager is expected to be implemented using the iRODS system7. 

4.2. Filesystem 

The initial destination for scientific data files will be a disk-based filesystem. High 
bandwidth, at least 200 MB/sec, is necessary for writing the files and reading them 
for analysis. High-speed random-access I/O within files is desirable but less critical. 
The filesystem must be scalable to petabytes of data stored in millions of files, 
although initial capacities will be smaller. The average file size is expected to be in 
the hundreds of megabytes to gigabytes. The filesystem must be fault-tolerant to 
avoid losing data. 

A standard filesystem view employing normal Unix commands for file manipulation 
is desirable. 

Multiple filesystems may be used to provide separation between experiments or 
other administrative domains in order to facilitate resource management. Such 
separation helps to avoid bandwidth and disk space conflicts. 

Lustre8 is expected to be the implementation choice for the filesystem. It will be 
configured with typical redundant active/active storage servers. 

4.3. Disk Hardware 

A high-bandwidth, fault-tolerant disk subsystem will underlie the filesystem. On-
site replication is not needed for data loss prevention; tape will serve this purpose. 
Off-site mirroring is also not required. 

                                                           
7 http://www.irods.org/ 
8 http://wiki.lustre.org/ 
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4.4. Tape Manager 

Tape will be used for long-term archiving of scientific data. The file manager will 
control the migration of data from the filesystem to tape via the tape manager. The 
tape manager must write files to tape, record their locations, and arrange for their 
retrieval on demand. 

The existing HPSS9 installation will be used to implement the tape manager 
functionality. A minimal driver for iRODS to interface with HPSS may need to be 
written if the iRODS-supplied driver is not ready in time. Such a driver will be 
based on existing SLAC software. 

4.5. Tape Hardware 

Tape robots similar to those already in place within SCCS will be used. 

4.6. Export Interface 

Many experimenters will wish to copy their data to their own storage for analysis. 
At a minimum, a network-based export interface will be provided, enabling data 
transfers to off-site institutions. The export interface will transmit HDF5 files as 
well as dumps of metadata information from the science metadata database (in CSV 
or mysqldump format) and the electronic logbook (initially in PDF format, with 
possible later extensions to XML or a database dump). 

The network export interface is likely to be implemented using GridFTP10 or scp or 
bbcp11. 

An alternative disk-based export interface for smaller data sets (on the order of 
1 TB), perhaps via e-SATA or even USB 2.0, will be provided as well. 

5. Metadata Components 

The metadata components of the system are essential for keeping track of all 
scientific data files and enabling access to them and their contained data based on 
user, run, date, time, or electron beam or photon beam attributes. 

5.1. File Catalog 

The file catalog is responsible for maintaining knowledge of file locations, whether 
on disk or on tape, sufficient to enable retrieval of those files. Access control lists for 
files are stored as part of this catalog. 

                                                           
9 http://www.hpss-collaboration.org/ 
10 http://www.globus.org/grid_software/data/gridftp.php 
11 http://www.slac.stanford.edu/~abh/bbcp/ 
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This database may interface solely with the file manager as long as queries for 
particular files may be answered via file manager operations. 

The iRODS internal catalog storage is expected to be sufficient to handle the user 
and file catalog needs for the offline data management system. The iRODS internal 
catalog storage uses a PostgresQL DBMS by default; replacing this with MySQL 
will be investigated. 

5.2. Science Metadata Database 

The science metadata database is responsible for recording and providing query 
services over scientifically-interesting attributes of those files, including user, run, 
and pulse attributes. 

At least the following data items should be available from the online system’s 
configuration information to identify files of interest: 

• Experiment name (e.g. AMOS, XPP, XCS, CXI). 
• Project identifier. 
• Run identifier. 
• Run type. 
• Date/time range. 
• Experiment configuration. 
• Sample information. 
• Photon beam attributes such as intensity, pulse length, and repetition rate. 
 

Additional information, such as the identity of the experimenter, may be extracted 
from the electronic logbook and stored in the science metadata database. This 
additional information will not initially be written into the HDF5 files. The data 
may be transformed during the replication process, which will not necessarily be 
synchronized with online data-taking or with extraction of science metadata by the 
translator. 

The science metadata database may be queried by the file manager. If file manager 
queries are insufficient for retrieving data from this database, a direct interface to 
the scriptable interface and GUI is possible. 

The database will use a MySQL instance, but all interfaces to it should be as 
generic as possible to allow another DBMS to be substituted. 

5.3. Electronic Logbook 

The electronic logbook will be designed to completely replace traditional paper 
logbooks. To achieve this goal, it will need to allow two distinct ways to make 
logbook entries: 
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1. A free-form entry mode where operators can keep a running log of the 
experiment and can take notes about the experimental setup, the measurement 
program, the status of the beam and the experiment, any experimental 
observations, and any problems encountered while conducting the experiment. 
This mode will support text entry as well as attachments of screenshots, images, 
and other files (such as PDF files). All entries will be time-stamped with the 
time of entry and the time that the entry pertains to and as such can be 
correlated to other time-stamped events. 

2. A data acquisition-driven entry mode where operators provide additional 
information about the data that is taken. For every period of data taking (“run”) 
a record is created in the logbook and pre-filled with as much relevant 
information that the data acquisition system can provide (such as start time, end 
time, configuration parameters, amount of data taken, report of any failures of 
the data acquisition system, etc.). Operators can then add information 
pertaining to this specific data taking period (run type like “calibration” or 
“setup”, indications of data quality “good/bad”, or other free-form notes) some of 
which may be mandatory. Logbook entries corresponding to specific data taking 
periods may later be used in queries to retrieve the data (“give me all runs where 
the operator marked the quality as good”). 

The online electronic logbook should have no dependencies on the offline data 
management system. Ideally, the offline system would not rely on the continuous 
availability of the online instance of the logbook. 

As the authoritative log for the experiments, the logbook should track all changes 
made to its content. 

The logbook will have its own separate Web-based GUI for operator read/write 
access (not depicted in the architecture diagram). The offline system scriptable 
interface and GUI may query the replica logbook database to give context to queries 
and results. The export interface may obtain a PDF of logbook entries from an 
appropriate time period. 

The master instance of the logbook database and its Web server lives in the online 
network in order to satisfy the requirement of not having dependencies on the 
offline system. It will be replicated into a logbook database in the offline system. 

The logbook will use a MySQL instance, but again all interfaces to it should be as 
generic as possible to allow another DBMS to be substituted. 

6. Control and Monitoring Components 

Several components of the system are used to control and monitor it. 
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6.1. Scriptable Interface 

A scriptable, command-line style interface will be provided to retrieve files or 
portions of files based on metadata attributes. 

This interface is expected to primarily be a wrapper around the iRODS imeta12 and 
iget13 commands, but it may also query the science metadata database directly or 
indirectly through the file manager in order to find the appropriate files. 

6.2. GUI 

A GUI will be provided for retrieving files and performing administrative tasks 
including maintaining user authentication and access control lists, adding disk or 
tape drives, etc. 

This interface will be Web-based and may be based on the PRODS14 PHP API for 
iRODS. 

6.3. Monitoring 

The entire offline data management system will be monitored through a central 
Web-based console. Each machine and component used by the system will produce 
status metrics. 

Ganglia15 is expected to be the implementation choice for machine monitoring. 
Component service monitoring may require Nagios16. 

7. Processing Components (proposed) 

The science requirements do not mandate the presence of a data processing cluster; 
all processing is understood to occur outside the data management system. Due to 
the large volumes of data, however, it will likely make sense to integrate processing, 
including calibration, more tightly with the data storage. 

7.1. Processing Cluster 

The processing cluster will be tightly integrated with the filesystem machines and 
may even be identical with those machines to minimize the communication required 
when processing large volumes of data. 

                                                           
12 https://www.irods.org/index.php/imeta 
13 https://www.irods.org/index.php/iget 
14 https://www.irods.org/prods_doc/ 
15 http://ganglia.info/ 
16 http://www.nagios.org/ 



 

_______________________________________________________________________________________________________
ESD 1.6-118-r0                                                                          Check the LCLS Project website to verify  
12 of 18  that this is the correct version prior to use. 

Some data produced by processing is expected to be written back to the system 
through the file manager, but it will go into a separate filesystem for user-writable 
data sets, not into the primary experiment data filesystems. 

7.2. Workflow Manager 

A workflow manager will be used to control the sequence and resource usage of 
processing jobs. 

LSF17 with custom integration with the file manager is expected to be the choice for 
this component. 

8. Security, Data Ownership and Access Control 

This section gives a high-level overview of security, data ownership management 
and access controls in the offline data management system. While the design will 
contain the hooks and placeholders for implementing access controls, it is very 
likely that they will not be part of the initial implementation.  

8.1.  Security 

The offline data management system will reside in the SLAC Research Enclave18. 
Its implementation details and deviations from the standard controls will be 
described in a specific System Security Plan. 

8.2. Data Ownership 

To simplify management, ownership of data will be assigned to projects, not 
individual persons. For the purpose of data ownership, a project is defined as a 
research activity with a specific purpose that takes place at one of the LCLS beam 
lines. Projects may range widely in scope, duration, and amounts of data collected. 
On one end of the spectrum, a project may just be a scientist analyzing a sample 
during a few days of beam time on an existing instrument; on the other end, a 
project may be a collaboration of scientists installing a new instrument and running 
it for extended amounts of time, possibly months or even years. In the case of long 
running projects it may be necessary to subdivide them into sub-projects for the 
purpose of data management. 

Details of how projects are defined will need to be determined in consultation with 
LCLS/LUSI science management. 

The online system will likely support tagging of the data with a unique project 
identifier which would contain information such as location and a project name or 

                                                           
17 http://www.platform.com/Products/platform-lsf 
18 See SLAC CSSP document. 
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number (that could e.g. be obtained from a proposal submission and approval 
system). Should the online system not support such tagging of the data, data 
ownership management could be tied to location and time periods (in this case the 
time period could be obtained from a proposal submission and approval system). 

The data management system will then allow assignment of individuals and groups 
of individuals to a project and grant these individuals or groups access to the data of 
the project. The data management system will also support delegation of granting 
and revoking of permissions.  

Revocation of access permissions will only affect future data access, no attempt will 
be made to remove an individual’s access to local copies of the data. 

8.3.  Identity Provisioning and Management 

Managing data access will require a solid identity management and provisioning 
system as a foundation. For the purpose of this document it is assumed that the 
necessary infrastructure will be provided centrally. Data ownership management 
will rely on user identities being unique and persistent. 

8.4. Access Control Implementation 

The access control system will use the central (Unix) user database and Kerberos 
authentication mechanism available at SLAC.   

All the proposed software building blocks for the Data Management System are 
believed to support sufficient mechanisms for implementing user and group-wide 
access controls. 

The general model is that users will run under their own accounts and that the 
need for shared accounts is restricted to automated production activities. Sharing of 
production accounts will not be implemented through sharing of passwords but 
through appropriate auditable mechanisms.   

 

9. Operational Use Cases 

9.1. Data Taking Use Case 
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Figure 2. Data Taking Use Case. 

This section describes an end-to-end use case for the offline data management 
system, operating in normal mode, as an illustration of what each component is 
expected to do and how the components interact. This use case describes a typical 
operation but does not attempt to describe all alternatives (including failure cases). 

Data is taken by the online system. Instrument and EPICS files in the raw, XTC-
like format, are written. The online system transmits information about the run to 
the electronic logbook (1). The operator may also make notations in the electronic 
logbook. The logbook is replicated to the read-only copy in the offline system, and 
selected information is replicated to the science metadata database (2). This may 
occur at any time before, during, or after the run, although most useful metadata is 
expected to be available no later than shortly after the run. 

As the data files reach a particular size, they are closed. The online system looks up 
destinations for the files in the interface DB (3). The beginning of the transfer is 
noted in that database (4). The files are then copied to the destination in the 
transfer cache (5). A successful copy is also noted in the database (6). 

The interface controller observes the completion of a successful copy (7). It queries 
the file manager which generates a unique file locator and determines where the 
translated data should be placed. It then runs the translator on the newly-obtained 
raw files (8). The translator merges the files and converts them to NeXus-
compatible HDF5, writing the results into the filesystem (9). It also extracts 
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attributes of interest to scientists and inserts it into the science metadata 
DB,associated with the file locator (10). 

When the translator has finished, the interface controller informs the file manager 
that writing is complete (11), and the file manager records the file locator in the file 
catalog (12). The file manager stages the processed data file for archiving to tape 
(13). The interface controller may remove the raw data files at this time, or it may 
wait until the archiving is complete. 

9.2. Data Access/Export Use Case 

Figure 3. Data Access Use Case. 

A scientist uses the GUI or the scriptable interface to contact the file manager to 
browse through the available and accessible data (1). Attributes from the science 
metadata DB (2), the electronic logbook (3), and the file catalog (4) may be used to 
search for the data of interest. The result of this process is one or more file locators. 
Each locator is passed to the file manager, which looks up the location in the file 
catalog and retrieves the file from wherever it is stored (5). The file manager then 
makes the data available via the GUI or scriptable interface (6), or else it copies the 
data, along with dumps of the associated science metadata and electronic logbook 
entries, to the export interface (7) for transfer off-site. 
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9.3. Data Processing Use Case 

Figure 4. Data Processing Use Case. 

Alternatively, a scientist may submit a processing job to the workflow manager, 
specifying the task to be performed. The workflow manager schedules the job and 
executes it on the processing cluster (1). The task will contact the file manager (2) to 
retrieve the file data from wherever it is stored (3). 

10. Scientific File Format and Contents 

Each file managed by the offline data management system will be in NeXus-
compatible HDF5 format. The file will contain the instrument definition and all of 
the scientific and provenance data necessary for reconstruction and analysis of a 
run (or part thereof) for a given experiment. These data include the following: 

• Instrument definition 
• Experimental data 
• Beam quality data 
• EPICS provenance data 
• Science metadata 
 

10.1. Instrument Definition 

The scientific data file will contain a description of each part of the experimental 
instrument. The NeXus specification contains an existing set of definitions for 
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simple standard instruments19. A given LCLS experiment will contain a large 
number of these individual pieces, but it will also contain many that are not in the 
accepted standard. Extensions to the standard following the spirit of the existing 
definitions will be defined and proposed to the NeXus International Advisory 
Committee for formalization20. The descriptions of the LCLS experiment 
instruments will most likely need to use the inherited incremental definition 
capabilities that are being added to NeXus21. 

AMOS provides a good example as it will be the first instrument to take data. The 
AMOS ESD22 shows the complexity of an LCLS experiment compared to a typical 
synchrotron instrument. 

10.2. Experimental Data 

These are the data from the spectrometers, imagers and other direct experiment-
specific sensors. Each set is for a given beam pulse and contains a time stamp. 

For AMOS, experimental data consist of full vectors from high-speed digitizers or 
data extracted from those vectors, or full images or features extracted from those 
images. 

1. Five electron time-of-flight (eTOF) spectrometers arranged at different angles. 
Each returns a waveform that can be described using a point NXdetector with 
data stored in an NXdata group. 

2. Three ion spectrometers (time-of-flight, imaging and momentum) with only one 
active for a given experimental run. 

a. The iTOF returns a waveform just like the eTOF and will similarly be 
described using a point NXdetector. 

b. The ion imaging spectrometer has a CCD that records the position of each ion 
strike and can be described using an area NXdetector. 

c. The ion momentum spectrometer returns the timing and position information 
for a few ions per pulse.  This is likely describable using a point NXdetector. 

3. Magnetic bottle spectrometer. This operates in two modes; tuning and data 
acquisition: 

a. In tuning mode a CCD image is returned recording the position of each 
electron strike. This is describable using an area NXdetector. 

                                                           
19 http://www.nexusformat.org/Instruments 
20 http://www.nexusformat.org/NIAC#Ratification_of_Instrument_Definitions_and_Base_Classes 
21 http://www.nexusformat.org/TOFRaw 
22 http://confluence.slac.stanford.edu/download/attachments/10551482/ESD-1.6-108-AMO-Controls-
v0.pdf?version=2 
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b. In data acquisition mode a TOF waveform is returned. A point 
NXdetector would be used to describe this mode. 

10.3. Beam Quality Data 

This is a small set of electron and photon beam parameters taken on every beam 
pulse. Each set is for a given beam pulse and contains a time stamp using the same 
time base as the experimental data. Example data would be electron beam energy 
and energy spread, photon beam pulse length, energy and other parameters 
measured in the X-ray Transport Optics and Diagnostics (XTOD).  

1. Two X-ray emission spectrometers. CCDs record an image of the x-ray dispersion 
using area NXdetector groups. 

2. Two beam profile screens. Positions plus horizontal and vertical profiles of the x-
ray beam are extracted from the images. (Centroid, semi-major, semi-minor 
axes, and inclination are recorded for every pulse, each potentially describable 
using a point NXdetector; an area detector may also be needed for setup 
purposes.) 

3. Total pulse energy monitor. Normally only the pulse energy number is stored; 
this could be described using a point NXdetector. Occasionally the waveform 
used to derive the energy may be stored using a different point NXdetector. 

10.4. EPICS Provenance Data 

This is all of the EPICS data associated with the experimental instrumentation and 
has a time stamp using the same time base as the experimental data. It includes 
the state of all motors, slits, attenuators, vacuum monitors, and any similar data 
required to determine the exact state of the experiment. It also includes DAQ 
calibration and configuration parameters. 

10.5. Science Metadata 

A subset of the science metadata, including information identifying the project, time 
of data collection, etc., that is preset and does not change is contained in NXuser, 
NXnote and NXcharacterization entries.  


